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Abstract

Generative Semantics set out to unearth the intricacies of paradigms by applying the
same computational devices that helped generative grammar account for syntagmatic
dependencies. The proposal failed on empirical grounds, as paradigmatic relations lack
the productivity, transparency and systematicity of syntagmatic ones, which the
computational approach is ideal at capturing. That said, Ray Jackendoff observed in the
late eighties how one significant fact that the demised paradigm was designed to capture
continued to be puzzling: logically possible though syntactically impossible gaps in
lexical paradigms. The classic instance, due to Paul Postal, emphasizes the absence of
verbs in any language whose meaning is, say, "meet x and relatives", a construction
whose description in Generative Semantics terms would violate the Coordinate Structure
Constraint (other such impossible verbs can be constructed on the basis of any other
syntactic principle). This note discusses how Jackendoff's puzzle has not been resolved,
and speculates that an Evo-Devo treatment of the puzzle might be possible if we think of
the problem in two stages: at a language acquisition phase that lasts up to roughly puberty

and at a consolidation phase that ensues thereafter.

1. Introduction

A classical structuralist concern has always been to understand what it may mean to have
(and ultimately acquire) paradigmatic relations among words. Although early generative
grammar provided an explicit way to deal with syntagmatic dependencies, it also had
something to say about paradigmaticity, as exemplified in Lees (1960). There lexically
related words were taken to be transformationally related through the computational
system — so paradigmaticity was reduced to syntagmaticity. For example, only a verb
(like destroy) would be listed in the lexicon; then, through idiosyncratic transformations,
one could obtain lexically related items (destruction, destructive, etc.). This approach was

raised to the level of a full-fledged theory in the Generative Semantics program. In this



note we would like, first, to present the basic idea behind Generative Semantics,
moreover attempting to justify its programmatic validity. Next, we would like to review
traditional empirical arguments against this program, which we feel are still as valid now
as they were almost half a century ago. Finally, we want to admit that the sorts of puzzles
this approach was dealing with are still open, and point towards an elusive notion of
structure that we, at least, do not have a clear way to characterize. That said, within a
biolinguistic paradigm open-endedness should be an invitation to future research. We
hope our remarks are read in that spirit, because, with the perspective of time, we believe

current models owe much to the Generative Semantics approach.

2. Is There Room at the Bottom?
Readers may recall the foundational idea that the computational system that generative
grammar assumes works on an alphabet (a set of symbols) and some combinatorial rules

over the relevant alphabet: For example, a Context-free PS grammar consists of:

(1) a. A designated initial symbol (or a set thereof) (X);
b. Rewrite rules (F) of the format X 2 Y...

A “derivation’ consists of a series of lines such that the first line is one of the designated
initial symbols, and to proceed from one line to the next we replace exactly one symbol
by the sequence of symbols it can be rewritten as until there are no more symbols that can
be rewritten. The last line is the sentence (weakly) generated. An important point to note
right away is that the alphabet itself is finite (both the set of terminals and the set of non-
terminals). The reason is that systems of this sort are designed to capture Humboldt’s
insight that language ‘makes infinite use of finite means’. In fact Chomsky’s use of
Post’s ideas about recursion was an explicit attempt to deal with the Cartesian problem of

creativity, which is based on generating unbounded behavior, albeit from finite means.!

That said, just what should the alphabet be? Linguists know enough not to work
with written typographical conventions from more or less learned traditions, but should

the system bottom out on a finite set of words or a finite set of even smaller units — and if



so which? Of course ‘word’ is an elusive notion, defined in various ways in different
cultural traditions. Indeed, even scientifically defined words (e.g. in terms of accentual
units, or units of atomic semantic values) change from language to language, as was
noted by Humboldt himself: some systems are ‘agglutinative’ (e.g. Quechua) others are

‘isolating’ (e.g. Chinese), and intermediate cases exist as well.

These sorts of broad considerations, plus the desire to give a unified account for
how systems bottom out in all languages, led generative semanticists in the mid 1960’s to
propose that lexical access is a late phenomenon in a syntactic derivation. The
computational system, in this view, works with more basic units, ideally the sorts of
morphemes one sees in languages where a decomposition of words into morphemes is
straightforward, like Japanese. In this perspective, the computation provides a notion of
paradigmaticity. A possible paradigm (a class of viable words) is a structure derived by

the computational system, according to whichever rules this system follows.

For expository reasons, we can illustrate the idea with an English example — even
though this language is not particularly transparent to the sorts of considerations just
raised (and see fn. 2). Take, for instance, the example in (2¢), which has the (very rough)

semantic import of paraphrases as in (2b) or even (2a):2

(2)  a. The president has caused [that the Organization of American States

become rational].
b. The president has caused to become rational the OAS.

c. The president has rationalized the OAS.

Now it is easy to show that a comparable correspondence as in (3) does not obtain:

3) a. [That the OAS (has/should) become rational] has caused quite a stir.

b. *The OAS to become rational caused quite a stir.

c. * The OAS rationalized quite a stir.



In other words, while (3a) is a sensible thought, it doesn’t have a grammatical paraphrase
as in (3b), nor is there a meaning for rationalize as in (3¢) with the semantic import of
something like (3a). We would like to explain why the latter is important, developing a
sort of argument that was first proposed, in different forms but along the same general

lines, by McCawley (1968), Lakoff (1971) and Postal (1972).

First, note that one can provide a relatively simple explanation for why (2b) can
be transformationally related to (2a), in a way that (3b) cannot be related to (3a).

Consider the representations for (2a) and (3a), in simplified format:
4 a b.
S
s
cause/ \S / /\

that the OAS become rational cause NP

the president that the OAS become rational

quite a stir

Assume that a causative expression like cause to become is generated via a
transformational process, by relating an initial phrase marker of the form in (4a) to a
derived phrase-marker of the form in (5a) below. Transformations of this sort (mappings
from phrasal objects to phrasal objects) were developed by Chomsky 1955 in order to
capture the relatedness among sets of sentences that native speakers detect. Once these
devices are part of the system, it becomes an empirical question whether they should be
used to relate a periphrastic expression like (2a) to its causative version in (2b). If the
answer is affirmative, a possible approach to the impossible causative in (3c) stems from

the fact that its transformational structure would have to be a mapping from something

like (4b) to something like (5b), details aside:



S a b.

- / S\VP /S\

S

cause . s \NP
to become rational / the OAS > causeti a
ecome ration:
the president @ v A

quite a str

Now an interesting asymmetry obtains for the objects in (5). In (5a) the
‘displaced’ element c-commands its original position. The same is not true for (5b),
where intuitively the putative causative construction is generated in terms of a ‘lowering’
of phrasal information. Of course here is a general sense in which complex syntactic
relations fall under conditions of c-command, which may indicate that the asymmetry in

(5) is a reflex of a deeper condition (see Baker 1988 on this).

Regardless of what the ultimate explanation is for this state of affairs — call it
Condition X — the key to Generative Semantics was that (syntactic) Condition X should
hold also in the formation of words. In particular, the idea is to model the impossibility of
(3¢) (vis-a-vis (2¢)) on the impossibility of (3b) as analyzed in (5b), as compared to the
possible (2b), analyzed as in (5a). Graphically:

© a b
S S
s VP
rational = Fationalize S the OAS r;itﬁ)enal A
the president N@/} A

quite a stir

Crucially for our purposes, if this sort of analysis is generally correct, terminal elements
in derivations can be elements like the ‘causative’ morpheme -ize in rationalize. This is,

of course, the stuff that makes ‘agglutinative’ languages look agglutinative.

From this intriguing perspective, one cannot simply assume that the generative

system bottoms out in a finite lexicon, giving meaning to the classical intuition that a



language is ‘a grammar and a dictionary’. Rather, the lexicon itself is essentially a
generalization of surface syntax, a bit of an arbitrary decision akin to compiling the
words kick and bucket into an idiom like kick the bucket, to mean ‘die’. The task of the
grammarian, then, is to find out what those primitive atomic units are, whose relational
dependencies yield not just phrases, but also words — in much the same way that early
structural linguists had to find out what the units of phonetics were. The grammarian is

then effectively seeking thoughts of some sort, as they materialize into words.

3. Lexicalism Strikes Back

The proposal just discussed created quite a stir within linguistics in the 1960’s. It is hard
to argue with its elegance: the same sorts of conditions that rule over syntagmatic
relations decide on paradigmatic ones. At the same time, a skeptic may want to ask just
how one proposes to study thoughts, if not materialized through words in their usual
syntagmatic format (within sentences), at least given present limited techniques to probe
into the human brain. As a matter of fact, in the end words may be playing a more central
role than the discussion in the previous section assigns them. This was essentially what

Chomsky 1970 argued,’ on empirical grounds that we should review next.

It was already noted in passing that the paraphrases in the previous section are not
as clean as one would want, if all these structures truly had the same underlying
representation (i.e., in that model, corresponded basically to the same thoughts). That is,
does one really, say, rationalize an entity when one simply causes it to become rational?
This isn’t obvious. Famously, Don Quixote’s death causes him to finally become rational,
tragically accepting the futility of his plight. But we can’t meaningfully say that Death
rationalized Don Quixote (it’s not even clear what that would mean). This is far from
unique. One can hospitalize a patient but not *clinicize them, enlighten but not *endarken
an audience, or be a great admirer of electricity but not of *eclecticity. Plainly, in many
languages at least this unsystematicity has to be learned one lexical item at a time. But if
that is the case: What good does it do to say that these structures are generated by a
system? After all, the point of the generative enterprise is to address creativity — but is

there something creative in learning one word at a time?



Putative skepticism over a derivational treatment of these paradigmatic matters is
confirmed by lexical meanings being highly idiosyncratic. A decent X contrasts with an
indecent Y; but a flammable X surely doesn’t contrast with an inflammable Y. Our
biological fathers have fathered us, but our mother may not have mothered us, and one
doesn’t get *cousined or *grandmothered (plus to grandfather a proposal has little to do
with kinship of any kind). The same holds, again, for rationalize, which can certainly
mean something like ‘downsize’ or ‘decrease’, a meaning which does not seem obviously
related to anything being (just) rational. Idiosyncrasies of this sort are to be added to the
unsystematicity noted in the previous paragraph, making one wonder whether a genuinely
computational treatment is in order here, since the way in which a computer yields
unbounded output from limited resources is precisely in terms of it being regular and

systematic, the whole point behind recursion.

But there is still a third reason to doubt that yielding, say, rationalize from cause
to be rational is the right way to go. The argument that follows was provided, in slightly
different form, in Fodor 1970. Observe (7), where we have added adverbial modifications

to the sorts of examples we discussed in (2):

(7)  a. This year the president has caused [that the OAS become rational next

year|.

b. ?This year the president has caused the OAS to become rational next
year.

c. * This year the president has rationalized the OAS next year.

While (7a) is perfectly sensible and, though degraded, (7b) is also fine, (7¢) sounds
senseless. This must mean that the word boundary around #rational-ize# is opaque
enough not to allow modification into the word’s parts. But why should this be the case,

if the word is just the result of syntactic incorporation of rational into -ize?



After having noted difficulties with the systematicity and productivity of the
allegedly syntactic output of these sorts of putative rule-processes, the fact that their
outputs should not even be structurally transparent is yet another serious concern. If one
wants to equate rationalize with something like cause to become rational, the null
hypothesis is that, then, the resulting object should be every bit as transparent, systematic
and productive as the standard syntactic object is. Otherwise we wouldn’t be witnessing a

genuine instance of a recursive structuring process at work.

4. Structural Complexity within the Lexicon?

The issues just noted, while creating a lengthy debate in the 1960’s, never got resolved,
and as a matter of fact became live again within Minimalism. In fact, the concern was
raised by Ray Jackendoff in 1987 in Chomsky’s seminar, just as Chomsky was beginning

to sketch the basis of what was later to become an entire program.

What Jackendoff noted is that, just as an example like (3¢) above is impossible —
and Chomsky was providing a syntactic analysis of this impossibility, along the lines
discussed above — so too a lexical version of this sort of verb is ungrammatical. One
could of course stipulate that, while in English (and setting aside the scruples shown in
the previous section), a verb like rationalize means ‘for x to cause y to become rational’,
it just doesn’t have the meaning ‘[that y become rational] causes z’ in this language.
Unfortunately, such a verb does not exist in any language anyone has studied, and the

question is whether such a systematic gap is really significant.*

Essentially that sort of consideration has been behind much work during the last
couple of decades, attempting to decompose lexical items in pretty much the ways we
have seen above. Of course, one can decompose lexical items into smaller units without
claiming that such units have the form of words (this is to say, that something like the
morpheme -ize means essentially the same as the word cause). In addition, one can also
argue that the rules of dependency holding between morphemes and similar paradigmatic
elements are not the same as those obtaining in standard syntax for regular syntagmatic

dependencies. But is that a better or worse theory than Generative Semantics?



In both instances the assumption is that the system doesn’t bottom out in words
(which is of course an empirical matter) and that the behavior of elements within words is
every bit as structural as it is above words. But these are, in fact, the assumptions that
lexicalist arguments were produced against in the late 1960’s: sub-lexical paradigmatic
relations are to a large extent idiosyncratic and non-productive, and moreover the word
seems to act as a kind of ‘barrier’, shielding information within it from interactions with
supra-lexical information. Attempts to deviate from the Generative Semantics line, in
addition to still facing these empirical difficulties, also have to show why whatever rule-
governed behavior they invoke (a) does not exist within the same set of conditions that
familiar syntagmatic relations exhibit and (b) is not fully predictive (in the sense of being
systematic and productive). At that point, it seems to us that the Generative Semantics
line is the null hypothesis, if only because, while facing the same empirical difficulties as

its more recent alternatives, it does not have to duplicate structuring conditions.

In fairness, Chomsky has never agreed to this way of putting things. For him the
meaning of a word goes well beyond language, touching on cognitive systems too
numerous to mention.> In the end, Chomsky doesn’t expect any given theory to capture
such an evanescent notion. That said, the comment in the previous paragraph is made in
the spirit of both giving credit to Generative Semanticists and reminding ourselves how
serious the difficulties with this approach were. The one thing we feel uncomfortable
with is pretending that devising a special syntax for paradigmatic relations is any less

problematic than it was to use the standard syntax to characterize it.

For that special syntax either will or will not predict all lexical relations. If it is
taken to predict only the existing relations, theorists ought to show what, other than a list
of exceptions, rules out those words that, while apparently following paradigmatic
patterns, are nonetheless impossible (why are verbs like *to daughter/son/cousin/uncle...
impossible with the rough import of ‘to act like a daughter/son/cousin/uncle...’, on
analogy with to mother with the rough import of ‘to act like a mother’). Theorists ought

to show, also, what yields the fact that words which are apparently formed by the same



relational conditions nonetheless yield utterly different meanings (to mother vs. to
father). In the absence of explanations for these simple facts, it is fair to assume that a
syntagmatic treatment of paradigmatic relations, whether it is with the exact same

procedures or some variant that is still a recursive system, simply overgenerates.

Effectively, that is the sort of criticism that Fodor and Lepore (1998) present to
much current work within the ‘decompositionalist’ tradition. Unfortunately, while the
criticism seems to us reasonable, these philosophers do not have an answer to

Jackendoff’s puzzle.®

5. Towards a Biolinguistic Solution Embracing Complexity?

Fodor and Lepore couched their criticism of lexical decomposition in a logico-
philosophical fashion. In short, there is no exhaustive way to characterize a word in terms
of other words.” In fairness to the decomposition tradition, however, one doesn’t have to
argue for such a version of ‘analyticity’. If sub-lexical elements exist and they combine,
they are what they are; there is no more reason for them to be words than there is for the

components of syllables (phonemes, features or whatever) to be, well, syllables.

The real issue isn’t whether analyticity is a doomed logico-philosophical project;
the question is where the recursive system bottoms out, regardless of the building blocks’
nature.® However, things happen with the syntactic logic of productivity, systematicity
and transparency only when words are the minimal units of analysis. This fact seems
unavoidable, quite aside from whether one believes in decomposition. An equally
unavoidable fact, however, is that, if one suspends one’s scruples with regards to the truly
syntactic nature of whatever rules the conditions inside words, one can in point of fact

predict certain paradigmatic relations among words.
Uriagereka (2008) sketched a way to address this impasse, by assuming that the

language faculty, if it is to be understood in genuine bio-linguistic terms, ought to be seen

in the rich developmental light that the so-called Evo-Devo paradigm in biology assumes.

10



While we cannot go into any of the details of this approach here, since we have no other

direction to point towards to resolve the tension, we will mention its essentials.

In this approach, the language faculty is taken to go from a decompositionalist to
an atomist stage, effectively a metamorphosis in the course of its development. Language
learners prior to the critical age (when they stop being able to acquire language the way
children do) are decompositionalists; in contrast, language users (after the critical age)
are atomists.” The intuition is that the systematicities of standard syntax are an excellent
way to help in the acquisition of lexical concepts, as argued for in Lasnik 1982, 1989.
Factually, the claim that children are, in point of fact, Generative Semanticists of sorts is
consistent with the lexical overgeneralizations that they display (see Pinker 1984): from
this perspective, a child who in fact says something like (1°’m) sistering (my doll) or who
takes inflammable to mean not flammable is just growing normally into adult language
use. The question is then why the latter, in its fully adult form, involves fixing lexical
meanings in atomic fashion, often reversing earlier decisions (e.g. inflammable actually

means the same as flammable, and sister is not a verb).

That is a very tough question that we have little to say about, other than that it
possibly relates to some process of information stabilization: fixed atoms, once acquired,
do not allow further structural drifts. Interestingly, the acceptance of idiomatic
expressions seems roughly to correlate with this transition: children resist idioms well
into their school years (Lodge and Leach 1975), and often get their idiomatic import only
after explicit training. When they finally get the point of idiomatic expressions they are
effectively adult atomists, and after that they no longer acquire lexical concepts with the
ease of the toddler years — nor do they say ‘funny things’ anymore, regularizing

paradigmatic dependencies in syntagmatic fashion.

This view presupposes a scaffolding that, as the structure develops, becomes
virtually unusable (except for general presuppositions about paradigmatic information).
That scaffolding, as such, may in the end be quite similar to whatever syntax builds, as

the Generative Semantics project suspected. Then again, it may be a less articulated
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syntax, as is assumed in more current models. The logic of this proposal has nothing to
say about that particular issue, thereby not deciding whether, in the end, paradigmaticity

fully reduces to syntagmaticity, or rather they involve different structuring mechanisms.

Before concluding, we should distinguish two types of lexical gap: (i) lexical
items that cannot be derived without violating (e.g. locality) constraints (such as *The
OAS rationalized quite a stir - (3¢)), and (ii) what appear to be random gaps in the
lexicon (e.g. a verbal sister on analogy with the verbal mother). The present exercise (for
that matter Postal’s original argument or Jackendoff’s more recent version) has no
bearing on random gaps. By the overarching argument we are entertaining here is that at
some point in their lives humans stop being “generative semanticists” and start being
“atomists”. So at no point in our lives will we learn a word schmationalize such that X
schmationalizes Y means roughly "[X BECOME rational] CAUSE Y". However, a

reviewer raises the question of whether our argument needs to involve a “critical age”.

The reviewer then goes on to suggest two alternative ways of interpreting our
hypothesis. One is based on the possibility that principles like those invoked here are not
syntactic. As the reviewer points out, this may be the view that Jackendoff himself would
take, following ideas expressed in (2002): Locality (and other) constraints are to be
deployed over Conceptual Structure representations, assuming they are appropriately
decompositional. We have issues with this approach, but they are irrelevant to the logic

of the present piece, so the first possibility the reviewer raises is worth pursuing.

A more intriguing possibility is that the transition from decomposition to atomism
takes place “in the development of a(n individual's) lexical entry,” as the reviewer puts it.
Then atomism would not be so much a developmental process as a consequence of
“familiarity” with a lexical item, perhaps a consequence of how lexical memory works.
Uriagereka (2008) raises this possibility too. This work also notes that, given our present
understanding, it is hard to tell whether the systemic transition that our logic implies is

developmental (in an individual) or a side effect.
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In other words, the question is to distinguish two hypotheses regarding our
“behaving as Postal wants us to throughout our lives”, as the reviewer puts it. (i) Is it
because we are attempting to generate — and failing — a syntactically impossible
construct; or, rather, (ii) at a later stage in life we simply lack a generative device to
acquire new words, and to the extent that we do, we utilize heuristics that have little to do
with the syntactic engine, but “do the job” because most of the lexicon is already learnt

by then?

We will not attempt to decide between these alternatives, and will simply thank

the reviewer for the thoughtful discussion, which we expect future research will clarify.

6. Concluding Remarks.

As our discussion suggests, we have no genuine conclusions to offer. So in lieu of
conclusions, we present some observations. The issue we have been exploring has a
long history in generative grammar, though the actual controversy arose somewhat
later. Chomsky 1955 had only one page of discussion, which basically assumed a
transformational approach to verb-noun pairs. Chomsky indicated that (sentences
containing) sight, flight, and refusal are derived by generalized transformations from
(sentences containing) see, fly, and refuse respectively. Lees 1960 pursued this basic
idea in great detail, examining scores of nominalizations, explicitly formulating the
relevant transformations. Both Chomsky and Lees were responding to the
simplification in the overall grammar that such nominalization transformations
could provide, but they were also aware of the limited and idiosyncratic nature of
these transformations. For Chomsky 1970 (and subsequent work) this latter
consideration became dominant. But, as the Generative Semanticists argued, there
are significant abstract regularities seen in lexical pairs, some of them seemingly
parallel to regularities seen in undisputed transformational derivations. Both sides

of the argument are powerful. How to resolve the tension remains to be seen.

13



Notes

We write this piece to honor Carlos Piera, a true poet and scientist. We are indebted to an anonymous
reviewer for extremely perceptive and illuminating comments, and, as always, to Noam Chomsky for
helpful discussion at many stages of this research (even if he does not agree with all of the
conclusions we have arrived at).

1 Although, as Noam Chomsky (personal communication) points out, Humboldt, like Descartes before
him, was concerned with the creative aspect of language use, which generative grammar (the study of
the mechanisms that enter into this creative phenomenon) has had little to contribute to.

2 We know that the first two of these sentences do not sound natural, and that the third doesn’t quite mean
the same as the other two. In the end both of these concerns will undermine the theory we are discussing, a
matter we return to shortly. But for now let’s ignore this fact.

3 In fairness, Chomsky was mostly concerned with Lee’s transformational analysis of derivational
morphology, mentioned above.

4 Chomsky is not moved by this argument, as he takes the lexicon to be finite and essentially memorized
(points that Jackendoff disagrees with). While it is hard to prove the matter one way or the other, the fact
remains that gaps of the sort under discussion exist, and they may well be relevant to the task of lexical
acquisition by simply eliminating certain hypothetical words from consideration by the child. So the issue
boils down to establishing this empirical point, a matter that we are presupposing in the present note.

5 If neuron-imaging results in this regard can be brought to bear on this discussion, it is certainly the case
that when lexical access is at issue vastly diverse brain areas light up, apparently connecting areas that
would be invoked had individuals experiencing given words been actually using the objects they denote.
This is in sharp contrast with the localized activity often related to narrow syntactic considerations.

® They discuss the general problem in terms of lexical paradigms that are different from the one Jackendoff
originally used, but the structural concern remains.

7 This doesn’t seem true about analytical notions like bachelor, which does seem to be definable as an
unmarried adult male. However, few words are truly analytical, and even for those it is far from obvious
that further definitional intangibles shouldn’t be invoked. Thus Lakoff (1987) famously observed that the
Pope (necessarily an unmarried adult male) hardly seems like a good exemplar of a bachelor. This in fact is
just part of a devastating attack on this decomposition of "bachelor" by Winograd (1976). Winograd's point
was, specifically, that this is as close to a good definition as we get, and it is still horrible, a point which
needs to be taken seriously here.
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8 The most productive recent theory in this respect, Distributed Morphology (stemming from Halle and
Marantz 1993) squarely argues for computationally bottoming out in units smaller than words.

9 Needless to say, these transitions are never clear, in growth processes in general, but the idealization as
such is clear enough. Although a language learner is also a language user, and a language user, to some
extent at least, continues to be a language learner while they are alive, the idea is that there is a natural
acquisition stage and a natural usage stage, which may in the end even have significantly different
structural conditions (see Townsend and Bever 2001 on this).
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