


Matrix Syntax: A Labeling Algorithm in a Markovian Grammar [Uriagereka]
Noam Chomsky’s recent work (e.g., in 2024) is devoted to narrowing-down the biolinguistic
conditions for Merge (M). This led to a proposal of MERGE where derivational workspaces (WS)
are central to a minimalist implementation of the combinatorics, ruling out many proposals
pushing the M boundaries. In these restricted terms, Internal Merge (IM, classical “move”,
leading to standard chains) is the simplest operation a grammar can have, other instancess
(External Merge, Pair Merge) emerging in controlled subcases. This heavily derivational
approach presumes a Markovian implementation for the grammar, which allows no dependencies
other than those restricted to the current state of a given derivation A and whatever can be
accessed in terms of minimal search thereafter, within locality conditions (minimality, systemic
phases, etc.). Thus arise “Markovian gaps”, where the system takes local identities to form chain-
dependencies - even without IM. An explicit formulation was proposed in Marcolli, Berwick, &
Chomsky 2023, with an algebra for a vector space. Empirical work ahead rests on accounting for

the phenomena that alternative proposals had analyzed with more liberal forms of M.

Three theoretical hurdles also remain: (i) a labeling algorithm is presumed to yield
projections (of phrases) to distribute over occurrences (in chains); (ii) beyond simplex arguments
yielding a “clausal spine”, complex arguments are possible, which for non-complements yields
full recursion, presupposing a derivational memory buffer; (iii) an account of ‘chain occurrence’,
distributing over multiple sites but materializing (in PF and LF) only in one. The present work
addresses these problems through a labeling algorithm with consequences for chain occurrences

and the on-line storage of complex-phrases, with an empirical import for “super-chains”. Since

the underlying algebra describes a vector space, linear operators on it have a direct translation as:
(i) syntactic feature matrices, (ii) Markovian transition matrices for the syntactic scaffolding, (iii)
corresponding interface representations (including in other cognitive domains) and, interestingly,
(iv) neurophysiological outputs related to an enriched perceptron model. The result is different

from what is expected in Hebbian (connectionist) models, in that it includes formal devices to

articulate rich representations. But a unification with connectionist proposals is formally no more
elaborate than what is already presumed in Smolensky & Legendre’s 2005 - except with complex
matrix entries that make the grammar akin to the more radical proposal in Coecke et al. 2020.

That has consequences for parallel computations, limited to the Chomskyan WSs in our case.
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The monograph starts with a brief history of the square matrix, which linguistics played a
role in applying. At present, one can speak of at least 2 x 2 matrices in the study of categories

and fractals, differential equations, or guantum information algorithms. This is the angle taken

here: those objects can be used to model mind states (stable categories and dynamic interactions)
at the software level, suggesting a hypothesis about brain states (punctual vs. distributed
correlations) at the wetware level. The theory thus takes the same formal object to be invoked
not just at different levels of representation, but also different levels of analysis, in Marr’s 1982
sense. The central idea is in the dimensional shifts the matrices represent: in terms of
corresponding entries (which here can be real, as customary, but also crucially complex) and the
matrix dimensionality. While mapping is assumed to be cheap - and language, arbitrary - an
overarching Co-linearity Thesis presumes that it is sound to track dimensional shifts in the
formal system as correlating with scale shifts in the wetware. That cross-level co-linearity is also
presumed across the syntax/semantics interface. It is because of that presumption that narrowing
syntactic features are taken to correlate with narrowing semantic observables, while distributing

syntactic features are presumed to go with distributed semantic facts instead.

Chapter Abstracts and corresponding Table of Contents

1. Syntax Matters for Biolinguistics and Vice-versa [18,599 words]

Chomsky’s syntactic theories have raised fundamental questions about the faculty of language
(FL): (i) The major categories are NPs depending on projecting VPs; (ii) languages present
grammatical projections structurally above lexical counterparts, and (iii) strong selectional
restrictions, (iv) exhibiting “displacement” chains articulated around specifiers (of a projection);
plus (v) the phenomenology of displacement indicates that one should distinguish A vs. A
chains, with (vi) A-movement restricted to (extended) NP projections, posing sub-theoretical
questions about the ensuing phenomenology and (vii) A-chains “collapsing” into a single

occurrence (out of many generated). This chapter proposes that the Computational Theory of

Mind (CTM) could be powered on some of the formal devices that connectionist models pursued

- having taken useful devices from linguistics, from features to matrices in Markovian transitions



https://en.wikipedia.org/wiki/Square_matrix#:~:text=In%20mathematics%2C%20a%20square%20matrix,can%20be%20added%20and%20multiplied.
https://en.wikipedia.org/wiki/Fractal
https://en.wikipedia.org/wiki/Differential_equation
https://en.wikipedia.org/wiki/Quantum_information#:~:text=Quantum%20information%2C%20like%20classical%20information,quantum%20information%20deals%20with%20qubits.
https://en.wikipedia.org/wiki/Computational_theory_of_mind
https://en.wikipedia.org/wiki/Computational_theory_of_mind
https://en.wikipedia.org/wiki/Markov_chain

to feedback loops. The conceptual question is whether the categorial features [+N, +V], from
Chomsky 1974, can be naturally interpreted as a vector [+1, +i], to be packed into the diagonal

and off-diagonal of Augmented Transition Networks (ATN), and whether the ensuing vector

space yields answers to questions (i) through (vii), makes new predictions, or allows us to

address aspects of the binding problem (BP) for features and variables in neurophysiology.
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2. Mathematical Background [19,264 words]

The relevant formal background is discussed in this chapter, emphasizing a difference between
matrices that yield repeating structures in their transitions (groups for multiplication) from others
in which transitions lead to phrasal growth, of the sort seen in Lindenmayer (L) systems,
showing how the difference between a categorical and interactive state is formally minimal. The
key to the exploration is the square matrix, of an original life in Markovian systems (with non-
negative entries) as adapted to the L-tree, itself a maximal expansion of the classic Chomsky
1955 phrase-markers. A new addition in the system is based on complex entries (the formal
consequence of applying root conditions to negative numbers, as central to an understanding of
the interrelation between waves and particles). The present architecture has the system living on
matrices: stable (unitary) matrices (with as many further layers of information on top as relevant,
stored in a lexicon L) and dynamic matrices that phrasalize “tapped” interactions of elements

from L among the matrices chosen in a given lexical array, itself a column vector (a stack).
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3. From the Pauli to a Chomsky/Pauli Group: A Labeling Algorithm [16,867 words]

Aside from reviewing basic M properties, an extension is discussed in this chapter for labeling
based on the Pauli Group to a format with “mixed entries” including, in the same matrix, real and
complex entries: the Chomsky/Pauli group Gep (which boils down to a “rotation” on the Pauli
group). The architecture of the system is, then, based on how from lexicon L, A is deployed
where systemic specifications rest on a more articulated algebraic space than a set theory. From
the physiological perspective, dynamic inter-neuronal activity and distributed intra-neuronal
states contribute to the encoding of information within an (extended) perceptron network,
resulting in processing of information at multiple scales. In the enriched formal system, rather
than invoking an index to represent a dependency, the ensemble itself is vectorially
interdependent. The chapter thus rationalizes the organization of substantively lexical vs.
formally grammatical categories, as well as the projection of V-N relations and how horizontal
selection (of complements) yields projection (of heads)) - the “flat” Jarret graph. These ideas are
then extended into a “periodic table” of labels for syntactic projections and their respective
selection restrictions. Label (for projection 1) is defined as the complex phase of the matrix
determinant (for an equivalence class of matrices in our basic Gep group); we could not go into
this definition without moving into the issues arising in (vector) Hilbert space H'cp (over group
Gcep). Basic labeling arising in matrix multiplication conditions yield, under restricted conditions,
a graph that highlights selection restrictions under projection strictures. Matters are subtler when

specifiers (and full recursion) are introduced, as discussed in the following chapter.
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4. Matrix Operations Extended through Chains [20,717 words]

Long-range questions stem from IM: when chain specifiers are invoked and labeling involves a
structure activated in A. The analysis allows us to go into phrasalization conditions the system
requires within a unified theory of syntactic categorization (transitioning from categorial states to
those with associated phrasal growth). If grammatical structures fit back into the specifications of
the Gep and its label/determinants (the four elements +1, +i), thus keeping label endocentricity
while preventing computational explosion (stemming from the algebraic nature of the
tensorizations, which grow in dimensionality as they keep all the information of the matrices that
go into their product). With labels living in #'cp, compressed specifiers must preserve the
projection label, together with chains whose label do not affect selection conditions. If the label
arising - when the chain correlates contexts via a specifier - is the sum-of-contexts’ label squared
and normalized (thus guaranteeing label consistency while permitting compression), an account
emerges for why A-movement involves extended projections of NPs [(vi) in ch. 1]: only NP
extended projections (det. -1) preserve endocentricity in IM dependencies while compressing.
The account of chain collapse is standard once a Hilbert space H'cp is assumed, as presumed in
other works with a similar foundation, like Coecke et al. 2020 - the logic being that of quantum
computing. Chains in the system, aside from normalized vector sums, are product states in from
Hcp, so only separable (instead of entangled) states thereof are grammatical [(vii) in ch. 1]. For
that reason, we need functional structure. Having justified a core system of IM, the issue is to

understand why, if entanglement is a resource, FL settles into separable states lacking it.
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5. Chains as Phrasalizers and A-dependencies [18,845 words]

Lexicon L is treated as a Hilbert space based on Hcp, its scaffolding, whose structure must be
preserved no matter how complex (in an individual’s experience or for a culture). A lexical
Array is assembled from L, with the categorial format of elements in the Gee, thus being brought
to short-term memory activation (for access during active engagement of A). This presumes that
attention spans WS only, given the definition of M as MERGE. Because the Array is a vector
column, information within is sequentially organized, into a “numeration” in the sense of
Chomsky 1995: chapter 4. Without the computational step (of IM) yielding chains (label-wise,
normalized vector sums from Hcp), the system would only have the Jarret graph and “flat”
extensions arranging matrices within Gep, all of whose nodes are unitary. Fine as a classificatory
system, that may also underlie predications that could have evolved earlier in hominin history, as
a proto-language. But to yield full-fledge phrases with full recursion, IM yields chains. These
phrasalize the category conditions that arise from elements merely in the Gep, as unitary matrices
with spectral radius 1, into matrices whose spectral radius, after superposition, is the golden ratio
o, collapsing as interfacing triggers the observation postulate of QM. In those conditions, we
ascertain full recursion, by incorporating separate “branches” that had to be re-numerated. A

system without chains would be unable to get said recursion: a proto-language. Transitioning

from “cyclic” categorial states to states with phrasal growth allows the analysis of chains as
phrasalizers, under “renormalization” (via agreement and Case) to make the algebra consistent -

together with “renumeration” specificities. In relevant vector superpositions, addition vs.

vii
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subtraction implements the A/A distinction: capitalizing on the symmetry vs. asymmetry of the
representation. While the labeling algebra that Hilbert space #cp presupposes is expected as a
3" factor” (biophysics), Case/Agreement are “1%t factors” (biology) with “2" factor” (history)
ramifications (all in the sense of Chomsky 2005). Although variation surfaces in such domains,
there are also universals, like there being barriers to Case assignment or agreement obeying c-
command strictures between dependents - indicating an underlying system of the Probe-goal
sort, within WSs. Together with foundational matters like the role of re-projections in the sense
of Hornstein & Uriagereka 2002, such issues yield the conditions witnessed in A-displacements,

with significant speaker variation in super-chain conditions.
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6. Other forms of Entanglement [22,031 words]

In chapter 6 we go into super-chains that the ensuing algebra/grammar allow for FL, when seen
from the perspective of the labeling algorithm. FL presents both structure-building operations
and structure-licensing mechanisms - which start in the Case/Agreement systems invoked to
license IM conditions. The FL then seizes that opportunity to take the system into more elaborate
territory (via reprojecting super-chains). A super-chain is not a chain, or phrasalization
mechanism, but a way of entangling chains under limiting conditions, with consequences for
construal. Super-chains are expected to be highly variant across languages, even for individual
speakers - contrary to what one expects of the core processes based on IM, particularly for the
phrasalizing A-chains. Case/Agree is also a way to restrict the open options the algebra allows,

once a tensorization or separate scaling is invoked, if the processes depend on probing within the

viii



WS (with minimal search, locality, phase conditions, etc.). The proposal for the super-chains is
that they do not lead to phrasalization, even if only occurring in contexts that fall into vectorial
conditions limited by one item probing into another. In this chapter, we start with adjunct A-
chains, then considering Obligatory Control (which also involves chains, even if not arising via
IM, but in terms of Markovian gaps, boiling down to the grammar not keeping a record of how a
representation started). From that point on, complex scenarios are sketched (of non-obligatory
control, parasitic gaps, Tough-movement, and various construal co-occurrences, from binding to
ellipsis). One other similarity between chains and super-chains stems from the Agree conditions,
presumed as “renormalizers” for both processes. Agree comes in two varieties: one within the
confines of a phase, and super-agree, which - under otherwise standard Agree conditions, in
terms of c-command from the Probe, minimal search, etc. - also allows probing into the edge of

phases further down. Conditions like polarity licensing empirically demand this extra scope.
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.9. Conclusions, p. 313

7. The overall Architecture: Consequences and Implementations [26,570 words]

The present labeling model shows what rhetorically opposing camps have formally in common
that could be expressed with sensitivity to conflicting demands, while leading to an internally
consistent apparatus. The tension is between the CTM and connectionism, inheriting debates
between rationalism and empiricism; the attempt at a unification comes from the use of a
common formal tool. The book boils down to arguing that, in order to structure the syntactic
process, we need to invoke jumps into higher orders, in the domains Chomsky 1974 speculated

about: the functional categories, the proposal being a formulation of the intuitions in those



lectures. By using linear algebraic matrices to express the feature matrices Chomsky proposed,

one implicitly goes into the higher dimensions. The present theory is, thus, an argument that
linear algebra helps us organize categories in terms of inner paradigmatic symmetries (a
“periodic table”) and syntagmatic associations (the Jarret graph or the various chains, super-
chains, and allowable entanglements). The approach is based on what is known about these
correlations, attempting not to punt into other levels of representation for an explanation of
patterns of co-dependence (in selection, projection, super-projections, etc.), deriving patterns
from systemic conditions. These can be computational, given presumptions about how a
minimalist algorithm for FL works, and also algebraic, with Chomsky matrices composed of
simpler features and restrictions on how the matrices combine. Current vectorial proposals (from
Smolensky & Legendre 2005, for an analysis of input/output systems within Fock vectorial
spaces as presumed in morpho-phonemic variants, to Marcolli et al. 2023, arguing for a Hopf
algebra to yield the WS, through Bernardy et al. 2018 for lexico-semantic representations or
Coecke et al. 2010 to organizes pragmatic representations) could well all be true simultaneously
about different levels of representation. If so, a labeling proposal, expressed in compatible

vectorial terms from a Lie algebra, could serve as a point of unification.
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References [5,991 words]

Summary [for a total of 150,934 words]

In this monograph, a minimalist model of the grammar for FL was sketched, from an underlying
lexicon L to modular interfaces with PF and LF, through a vectorially characterizable syntactic
workspace WS, based on a lexical Array understood as a column vector (information stack), the
bio-linguistic focus being a labeling algorithm that preserves algebraic structural symmetries.
Fundamentally assuming the formal orthogonality of syntactic features, the proposal builds on
classical Markovian transition matrices, the formal basis for the perceptron model of Hebbian
learning (which underlies current LLMSs). Because of the CTM critique of such models for the
workings of FL, generative grammar was created on the basis of more articulate operations,
extending relevant formal objects beyond such rewrite rules. The seeds of Lindenmayer trees, it
has been proven useful to think of said elements as describing the phrasal topology that linguistic
operations can be stated on. Such formal entities can also be expressed through the power
sequences of transition matrices. The proposal has thus been to stick to a Markovian grammar
not just in that (per the use of WSs), its operations are local, but also in that grammatical
workings may be seen as scalar dependencies among elementary matrices - treating such objects
both as vectors and as linear operators on them - whose formal output depends on inner
symmetries. For instance, crucial to whether a categorial representation is a cyclic category or an
expansive topology is the spectral radius of the corresponding matrix: whether equal to or larger
than 1. Representations can be superposed into vectors in a Hilbert space Hcp over elements in
Gcr, the Chomsky/Pauli group, and the behavior of chain occurrences modeled in such terms.
This condition takes the system from cyclic categorial expression (spectral radius 1) to phrasal

expansion (spectral radius >1; concretely, the Fibonacci ratio ¢).

Xi
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Aside from deploying “periodic table” categories into pre-displacement representations,
subsequently to phrasalize and as super-chain conditions arising once Case/Agree mechanisms
are presumed to “renormalize” dependencies, the proposal has construal consequences. This is
presuming that co-identified heads interpretively collapse into one another, which bears on an
approach to obviation: assuming that, all other things equal, only formally identical categories
are semantically identical, within some narrow domain D of interpretation (a Markovian
consequence, resulting from c-command strictures and phasal transfer). Labels are essential
enough to be derivationally preserved (in the endocentricity of projected phrases or the
uniformity of formed chains), often through reprojecting mechanisms (with different states as the
derivation unfolds), which can lead to significant linguistic variation in the long-range staples of
syntax (A-dependencies, cliticization phenomena, parasitic gaps, Though-movement, construal
strictures, ellipsis, etc.). From this perspective, only chains are core phrasalizing processes at

WS, while super-chains may be peripheral, correlating with interesting learning challenges

Presumed throughout is an overarching Co-linearity Thesis, to reduce the class of
possible mappings between syntax and semantics - in the hope of making the binding of abstract
dependencies (in neurological terms) less daunting. The idea is that given the choice of mappings
(from an asymmetric labeling, an identified structure to a denotation, and others), FL settles on
the approach that presumes less coding in the (multi-dimensional) system. Although mapping is
cheap, in the complexity presumed for FL, some options are cheaper than others. Also, systemic

renormalizations presume coarse-graining, micro-level specifics corresponding to local level

averages that can, thus, be replaced when considering the macro-level dynamics of the system,
leading to emergent conditions. Renormalizations always presume a rescaling of physical
variables, as seen, for instance, when renormalizing labels to recover the original set the four +1,
+i, thus making the theory mathematically inconsistent. This bears on the treatment of M in
Gallego & Orus 2018 as a coarse-graining step, with a subsequent link to renormalization, or

renormalization conditions presupposed also in Marcolli et al. 2023.

Overall, the present approach takes syntax to carves the pathways that interpretation

follows, instead of the latter driving a derivation.

xii
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1. Syntax Matters for Biolinguistics and Vice-versa [18,578]

The name of this monograph involves six technical terms. Every substantive word in that “label”
for the book (its title) refers to long-standing scientific inquiries. The thesis developed here,
while strictly within the program it takes itself to be a modest part of, brings those various
investigations to bear on the study of the faculty of language (FL). The context where such terms
make collective sense is the Minimalist Program (MP), broadly construed as in Chomsky 1995,
but more specifically its updated guise in Chomsky et al. 2023. In that domain, a grammar is
seen as a computational system for the language it expresses, somehow existing in the mind of a
speaker. The caveat is intentional: no one really knows exactly how a grammar arises mentally,
although it is presumed to be a neurophysiological phenomenon. That said, the main motivation
for the present exercise is to explore in what sense the syntax involved even in a paragraph like
the present one might end up having the sort of reality one is nowadays ready to ascribe to, for
example, visual representations. Although no one currently expects the need to invoke ghosts of
any kind for that purpose, in all mental instances where this sort of abstraction plays a role, one
often walks into rather strange categorizations that seem often quite distant from commonsense
expectations. It may have been equally eerie for other domains of physiology, like immunology,
when next to nothing was understood about their underlying naturalistic bases - hence, the

classical invocation of humoral bases not just for immune responses, but temperament more

generally. Much of that, though still remaining in popular beliefs, went the way of myth with the
advent of chemistry, let alone when the latter got unified with particle physics. This, in turn,
permitted evolution-based biological sciences to yield molecular biology itself, where such
questions have come of age in ways that will be of relevance to us too. But while hardly anyone
hesitates to ask about the role of given proteins, at different timeframes, in the formation of
memories, it continues to be a trickier question to ponder what those information arrays actually

amount to, particularly in a domain like syntax from a bio-linguistic perspective.

In the natural sciences, math has been a fundamental tool in understanding otherwise
opaque phenomena, from gravity to predictable immune responses. To be sure, no one has the
slightest understanding, either, of why math has worked as well as it does, at least when it has
made a difference (math being infinitely larger as a pursuit than what any science has profitably

utilized). In fact, no one even knows a priori what domain of math may help understand a

XV


https://en.wikipedia.org/wiki/Humorism

phenomenon, and it is only after it is modeled that the proof, then, gets to be in the pudding
itself. This book will be utilizing a variety of mathematical constructs within linear algebra, in
the belief that they provide useful ways to approach some abstract aspects of FL. As such, this is
a vast discipline, which will only be used here in “off the shelf” aspects, for the simplest of
constructs (the most elementary matrices of a square kind); the approach has been used in
numeral domains of natural science, some relevant to our purposes in the study of (i) transitions

in complex dynamic systems, (ii) biological body-plans, (iii) the form of proteins that are

otherwise identical in biochemistry, and (iv) parallel computation, in the context of computers

whose physical support is as small as possible. If there is a conceptual point in the book, it is the
suggestion that it may be profitable to connect those strands beyond the fact that, to some extent,
they have a common historical origin. In a nutshell, the technical proposal will be that labels in
syntax are matrices in this general sort, if certain assumptions are made about the very entries

that could be manipulated within these constructs.

Any attempt at making points (i) through (iv) communicate can be read as either too
daring to possibly be true or too ill-informed to even deserve attention. For by doing so, one
steps into a hornet nest: two major schools of thought have approached matters of mind in
philosophically opposing ways - yet in both one needs to deal with matrices. The tension goes
back to rationalism vs. empiricism; brought to modern arenas, we could exemplify it with the
famous 1988 debate at MIT between Jerry Fodor, for a Computational Theory of Mind (CTM),

and Paul Smolensky, for Connectionism. If this sounds like hyping a heavyweight bout, we may
recall that the events during that semester were described at the time as “Thursday Night at the
Fights”. Some of the issues we will be exploring here go into how matrices instantiate both the
neural networks that connectionism leads to and aspects of the CTM (entities like categorial

features or phrase-marker topologies instantiating the basic compositionality this theory

presumes). While that may not be more than saying that numbers matter in many instances in
nature, the claim here will be a bit more substantive: that neural networks using matrices with
entries more abstract than customarily presumed end up encoding basic representations that the
CTM deems essential, so at that level of abstraction the opposing camps may be speaking of

relatively similar interactions, if focusing on different ways of manipulating their bases.
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Aside from the challenge that any attempt at consilience poses, particularly for opposing
camps attempting to understand a mystery, a further complexity arises in regards to attempting to
make points (iii) and, especially, (iv) relevant to this hypothesized synthesis of the CTM with
connectionism. The issue stems from the fact that, for CTM to be instantiated in human brains, it
may have to go look where Richard Feynman’s famously suggested in late 1959, seeking “room
at the bottom”. While that bottom is classical even within a neuron - down to how its genome
relates to its proteome, presumably also resulting in a particular connectome - some have begun
to explore the possibility of an even deeper bottom, within the emergent domain of quantum
biology. Aside from the fact that “it’s there” like Mount Everest, the reason to even mention this
prospect is that some phenomena in FL are exceptionally puzzling from the point of view of a
classical CTM: concretely, the existence of not just symbolic representations, but those affecting
denotations beyond simple referents to individuals, like kinds instantiated in various ways, and
more dramatically occurrences of (tokens of) types as reviewed below, which are essential for
any theory of quantification of the sort FL presents. It has been very difficult to pin down what
an occurrence actually is, that it behaves as observed, which makes the phenomenon of FL tricky
within the biological sciences. This may also relate to other linguistic domains apparently
implicated in the syntactic creation of occurrences: Case and Agreement processes that are both
noticeable across languages (with massive variation) but also still poorly understood. It is not
obvious that anything of that sort exists either in the minds of other animals or, for that matter,
the dynamics of physiological constructs, from immunology to the formation of memories. In
any case, (iv) refers to class of entangled computations, in a technical sense we will discuss to

see whether it may play any role in the phenomenon of mind and its CTM instantiation.

With that as background, regarding grammar in general and syntax in particular, a couple
of initial thoughts about the other four words in the title (algorithm, labeling, matrix, and
Markovian) are worth mulling over. Let’s start with Andrey Markov’s 1913 presentation to the

Royal Academy of Sciences in St. Petersburg his results of analyzing Pushkin’s Eugene Onegin.

Markov studied the text as a random letter sequence, where the likely category (consonant or
vowel) of a symbol depends only on the previous two, at most, what is called a 2-gram. To do so,
he concocted probabilistic state diagrams, each corresponding to some symbolic representation,

where transitions between states are labeled with probabilities of their occurrence. He argued that
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probability distributions work better if the probability of a vowel occurrence depends on the

nature of prior characters. This is somewhat intuit... ive, as after intuit several continuations are

possible: some with vowels (intuite, intuitu), some with consonants (intuits or intuitR). Markov
was intrigued by the likelihood of each sort of option, concentrating only on the -it bit. His 2-
gram model, now known as a Markov chain process, describes the evolution of a probability
distribution Pn on some state space, like vowels and consonants, at step n in the system. That
distribution can be analyzed as a vector, with a transition matrix describing the Markov chain in
ways we return to shortly. Through his distributional approach, Markov could predict the
average distance between, say, vowels in the text. This was a game-changer, from physics to the
social sciences; for instance, Shannon’s 1948 notion of entropy in information theory departs
from Markov’s model. Linguists may be more familiar with Chomsky’s 1957 critique of the
Markovian models for natural language. The concord we see in a sentence like children often
sing/*sings, can be arbitrarily far apart: children I know often sing/*sings, children you think |
know often sing/*sings; we could go on inserting words in between children and sing until we
run out of memory, but the subject still agrees with the verb, which cannot be described by any
value of n for whatever n-gram we care to choose (see section 1.5). Although Chomsky’s results
argued that fundamental aspects of the FL, like subject-verb agreement, cannot be captured by
such a simplistic statistical correlation, he has consistently taken the grammar for FL itself to be
a Markovian algorithm. That is, although the output of such an algorithm is not reducible to a
Markov chain, the algorithm itself is local in its steps, in the Markovian sense that transitions
between states in the grammar only carry information about their current state and those

immediately foregoing, without arbitrarily global memory to go beyond that.

That discussion has made crucial use of another mouthful in the title: the word algorithm.
While the Baghdadi Al-Khwarizmi ought to be credit for the idea, and hence the name, the sense

of the device that will be implied here is, at least initially, within the computational strictures

stemming from Turing 1936. As often happens with geminate origins, the major schism already
mentioned yielded, on one hand, the CTM as expressed in Fodor 1975 and exemplified by
Chomsky 1981 for language or Marr 1982 for vision; on the other, we encounter computational

approaches that constitute one of the foundations for present-day Artificial Intelligence (Al), the

connectionist approach exposed in Smolensky 1988. The camps battle over the associationist
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terrain that, in the name of positivism, attempted a reaction (e.g., in the form of behaviorism)

against the unfalsifiability of doctrines like psychoanalysis. This old chestnut often brandishes

accusations of pseudoscience on the opposing camp, because of the abstractness of the proposals,
for one side, or their ignoring abstract data of a higher order, for the other. But curiously both

camps formally converge on a common formal tool: the matrix. Indeed, the square matrix, a

particularly elegant version that, in its simplest non-trivial instantiation, presents two rows of
entries for two corresponding columns. While this tool was only implicit in Markov’s
presentation in 1913 (he cites his 1906 formal piece, where the relevance of such devices ensues
from the logic), it was Andrey Kolmogorov who developed the transition matrix to its more

familiar format, in 1936. In his hands, when a probability distribution on the state space of a

Markov chain is discrete and the chain, homogeneous, the relevant scaling for the transition can

be expressed as matrix multiplication. There, the garden paths of history bifurcate...

Through one, the perceptron model was to emerge in the hands of Frank Rosenblatt,
implementing an engineering feat based on McCulloch and Pitts 1943, a mathematical model of
an artificial neuron, as understood at the time (section 1.5). Processing information in these terms
is a modest affair, which the humblest square matrix reproduces as a feed-forward processing
model. In the end, this is in synch with the idea of a Hebbian synapse (Hebb 1949), the basis of
the dictum that “neurons that fire together wire together”: repeated neuron activation is taken to
strengthen the likelihood that the presynaptic neuron should excite activity in its postsynaptic
counterpart. That transmission should increase (postsynaptic positive response) or decrease
(postsynaptic negative response) is perfectly “associationist”, so it’s hardly surprising that this
model should have been popular with behaviorists and, eventually, the connectionists. That
bifurcation, with the usual complexities that history adds, brings us to the large language models
(LLM) that readers may have encountered (ChatGPT and its siblings). In this view of the world,
the matrix diagonal basically represents inner states of the artificial neuron, while entries in the
off diagonal characterize neighboring effects (section 1.6). But math is just a useful tool, and
matrices of that general sort, in multiplicative terms too, were taken to express, also, the growth
of derivational lines in an extension from Markovian conditions that take us both closer to the
phrasal topologies that Chomsky’s work argued for and the Markovian form of grammars. Once

Chomsky saw the limitations of the finite-state algorithms Markov had proposed - which impede
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the statement of long-range correlations in syntactic dependencies - Chomsky 1955, 1957
adapted Emil Post’s 1946 rewrite rules to generate phrase-markers. By 1968, Aristid

Lindenmayer extended this early formalism (a Chomsky grammar) to growth systems in botany,

in order to model algae and other fractal structures (see chapter 2). In such systems, re-write
rules that may apply at a given context actually must apply, so in an indirect sense entire
derivational lines rewrite, yielding the characteristic expansion one sees in vegetable growth
(several branches expanding at once, simultaneously). This is still expressible by way of a
Markov chain a matrix directly encodes, as we see in chapter 3, this form of growth being
Markovian in that each derivational line only has information about the previous (context free
expansion). So: not only is the Markovian matrix capable of encoding the Markovian character

of the grammar, but moreover the output is a phrasal topology with relevance to FL.

Those parallel historical paths took place in domains that, until recently, did not
communicate back and forth, although the idea of stochastic matrices was to influence many

other domains of science, from econometrics to electronics. This is, also, not the only area where

matrices were to find a crucial role, with relevance to the present book. Very influential results

stemmed from quantum mechanics (QM), where Werner Heisenberg, Wolfgang Pauli, and

Pascual Jordan applied matrix mechanics as a practical formulation of the Schrédinger equation.
WWII halted much of that effort and ended up with collaborators on different sides. But of that
mess came all sorts of results, including - while seeking better computers to simulate physical
processes - Feynman’s suggestion to go search “at the bottom”. This means that a computational
system beyond the Turing architecture is possible by a way of a quantum support, at the limit of
what is physically manipulable. Anyone philosophically interested in the CTM must bear such a
possibility in mind, at least in principle. In terms of the present saga, it is noteworthy that the
matrix representation of particle spin, as first analyzed by Pauli, allows us to represent quantum
bits (qubits). The famous 2 x 2 Pauli matrices serve as building blocks for constructing quantum

gates, enabling the implementation of a quantum algorithm. While this was not seriously studied

until the last decade of the past century, several projects are under way to pursue such theoretical

constructs into a working guantum computer, just as Turing’s theoretical construct was turned by

von Neumann into a working device.
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There is still one more arena where vectors and matrices yielded fruitful results during

the post-war period: theoretical linguistics, through the classical notion of distinctive features

that Nikolai Trubetzkoy and Roman Jakobson developed first in Prague and then in the US:
complex linguistic elements, from input signals to more abstract representations, can be fruitfully
analyzed into information-carrying components, which are itemized into characteristic lists with
intricate geometries (section 1.5). So here too the numerical arrays that, through Cartesian

analysis, had yielded an interesting understanding of both complex numbers and field equations

resulted in fusions of geometric and algebraic properties, then present not just in the domain of
particle physics or computation, but also in the very forms of mind and language. Two of the
most interesting proposals in this regard are Chomsky & Halle 1968, on phonological structure,
and Chomsky 1974, on categorial syntax and how it is supposed to project abstract phrases from
lexical items and the dependents they select (section 1.9). The latter piece is central to the present

book, which can be seen as an algebraic formulation of that radical proposal.

To sum up: we have three Markovian instantiations: (i) the proposal that led to Markov
chains, precursors of information entropy studies by Shannon and, through Kolmogorov’s formal
instantiation, the Al products. (ii) A CTM that, although going well-beyond Markovian statistical
transitions in what it models, is productively understood for FL as implementing a Markovian
grammar. (iii) Fractal systems exhibiting phrasal topologies instantiated via Markovian transition
matrices, of use from biology to computer graphics. In all those aspects, (square) matrices are a
simple way to express algebraic relations. In addition, a fourth strand in this tale deploys 2 x 2
matrices in the standard formulation: quantum computation, although a topic of debate is
whether Markovian conditions there, also, limit the class of viable computations. These four
lines of research may ultimately be either unrelated or just coincidentally connected, the same
way other domains of science are sensitive to formal considerations of many kinds. Then again,
inasmuch as all four deal with the manipulation of information, the tantalizing possibility also
emerges that the ideas should, in fact, be connected, even if their proponents rarely talk to one

another or do so only to let their models battle out for scientific dominance.

That introduction allows us to touch upon all terms in the book title but one: labeling.
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1.1 Towards a Labeling Algorithm in Syntax

Although algebraic considerations matter in many domains of science that work by analytical
means - the purpose of any whole correlating with its parts and how they combine - it is harder to
find labeling mechanisms in the natural sciences. Virtually every time labels were used in the
past, from cosmological descriptions of heavenly bodies to classifications of living organisms,
advancements in the basic sciences forced such generalizations out of theoretical existence. It is
no longer clear that gravity, say, applies to “bodies”, unless one is willing to call a black hole a
body; it is less useful to decide whether a given animal is a wolf or a dog than to consider the

genetics in each instance and how the more basic analysis may lead to changes in, say, the neural

crest affecting domestication. Not that definitive theories exist for any of these scientific notions,
but it doesn’t help as much to label the first element in the periodic table with an H (hydrogen)

than to consider its atomic number, or what orbitals are possible in said conditions. But in the

case of the information sciences, we seem to need labels: like to tell apart the representation of

an empty set from the representation of brackets to contain the empty set, into yielding the first

natural number. In the case of FL, we need such basic labels as to separate nouns from verbs, or

to say that a noun phrase is projected from a noun, not a verb. Some of these labels may be an
admission of ignorance until a better theory evolves. Perhaps what we call a “verb phrase” is
some emergent entity; but it seems essential that one such phrase is not the same if projecting
from a noun as opposed to projecting from a verb, and thus we articulate sentences (universally)

around verbs, on the basis of noun projections, not vice-versa (see section 1.2).

But what are such labels? And how do they get bio-linguistically manipulated?

This book is an attempt to address that question from a specific perspective: connecting
the strands in the previous section. If the theory were even roughly right, we could ascertain that
syntactic labels are real and get really manipulated: computed with, stored in memory, ultimately
embodied in brains. Indeed, the theory will go abstract in a crucial direction, based on intuitions
from Chomsky 1974: that the labels are 2 x 2 matrices of features, bundled in formally exquisite
ways, which happen to be of the sort that current research has found relevant for qubits. Off the

bat, even if that were the case, it need not entail that, therefore, FL is a QM system; just that the
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formal system that has been shown to be relevant to characterize qubits is also apt, in whatever
sense ultimately matters, to yield fundamental properties of FL. Moreover, the proposal amounts
to claiming that the matrices in point, when appropriately studied, smoothly transition from
representing categories like nouns to phrasal projections like Noun Phrases (see chapter 3).
Indeed, the claim will be that the mechanism for such a transition is what minimalists call
Internal Merge, which creates a superposition of contexts linked by a displacing element, often
also called a chain (see chapters 5 and 6). Although a Chomskyan chain is not to be confused
with a Markovian chain from the previous section, the bold claim this book will advance is that
Chomskyan chains are, actually, Markovian chains in an abstract sense: they only exist within a
Markovian grammar, of the sort formulated in Marcolli et al. 2022 within a vector space
(chapters 4 and 7). Readers need not worry yet about what that means beyond the conceptual
point: Markov’s insight about local transitions, while not working for observable syntactic
dependencies, is fundamentally behind the ability to turn something like words into something

like phrases. To achieve that result, one ought to connect all four strands above.

Only very recently have other animals been (persuasively) argued to present anything like
a human label: elephants are apparently capable of uniquely naming other elephants (Pardo et al.
2024). Aside from impressive in scope and ambition, the study in question is careful to show

how different this labeling mechanism is from so-called signature whistles in dolphins (or similar

feats in parakeets), in that the elephant labels are arbitrary, not an attempt to mimic the way a
conspecific sounds, as in the avian or cetacean instances. That’s mentioned both to note that
there’s nothing miraculous about labeling but that, at the same time, the process seems quite
unique among mammals. Even if this is just a result of our scientific limitations and the future
will yield similar deeds in other creatures, in the case of FL we must bear in mind that we don’t
just label the individuals we name. The mechanisms for naming, in a (very) abstract version, are
also at play in preserving the identity of whatever phrases project: it is the nounhood of nouns
that projects to the noun phrase, or the verbhood of verbs, to the verb phrase. Worse: every time
we use an anaphoric reference across phrases, that act of reference presupposes some abstract
label the system is preserving (section 1.3). While for now we understand quite well how said

dependencies work, even how portions of structure assemble within one another and get
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manipulated as we construct entangled dependencies, little is known yet about how the labels are

preserved, how they differ from one another, or when they are (not) possible.

The idea to pursue in this context is that syntactic labels are algebraic distinctions, much
as we separate the empty set from the set containing the empty set (for the idea of the successor
function). More specifically, we may assume that syntactic features are familiar from the Pauli

group: £1 and i (for i = -1). In the Pauli matrices, these are just the entries one encounters: o,

= [(1) 2] =1,0,= [2 (1)] =X,0,= [? _Ol] =Y, 05= [(1) _01] In a sense, the bold move

we may call the Fundamental Assumption (section 1.9) is that those entries are relevant to a
revamped perceptron model and, through that, syntax in general. The perceptron, in the ideal
Xy

z ]’

instantiation, deals with matrices of the general form [ where the entries in the diagonal

(x, w) encode the inner states of an ideal neuron, while those in the off-diagonal (y, z) encode,

instead, connections from that ideal neuron to its neighbors (section 1.6). But linear algebra is

X

0
0 W] for the

equative, which allows us to decompose that matrix into the diagonal component [
perceptron’s inner states and matrix [2 %)/] for the interactions, the overall state of the

perceptron then amounting to a superposition (sum) of those states, for [3(; 3}] + [2 %’] =

[JZC 3;] Moreover, neurologically it is interesting to consider the equalization of the entries in

these components, in particular of x = w and z =y, which corresponds to instances, let’s say, in
which the inner and outer perceptron state equalize (section 1.6). As a result of those algebraic

i . x 01__1 0 0 y]_ 0 1 . :
manipulations, we have for [0 x]—x 0 1] and for [y ol =711 0],WhICh brings us to

the Paulis. The latter also involve i entries, so that’s the ultimate boldness of the Fundamental

Assumption: claiming that we can have complex entries in a perceptron model.

Interestingly, that may help us address the main problem CTM proponents have with the
associationism implicit in the perceptron model. Randy Gallistel has argued the case most
forcefully because he has shown, indeed for decades, how the sort of complexity Chomsky had
demonstrated for FL is plausibly present in the minds of non-human animals. Gallistel built on

the sophisticated results from Marr 1982 or assumptions about information theory dating back to
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Shannon 1948 (Gallistel & King 2009), illustrating over and over how the minds of creatures
from birds to insects require sophisticated mechanisms to manipulate information. Gallistel is
fond of quoting Feynman in there being room at the bottom, but if we agree that’s the direction
to go, it doesn’t hurt to explore the representational possibilities that have been successful in
characterizing that bottom: the Pauli group and how it represents quantum gates. It may be that
this is “too much at the bottom”, one of the reasons it may be prudent to label the present
proposal the Wrong Theory (WT), in the hope that we can show it is at least that. In the end,
instead of coding complex entries in a revamped perceptron model, perhaps something else

allows for the sophisticated memory stack and co-variances the CTM presumes (section 1.4).

Then again, once we liberate the perceptron into using the perks of the Pauli group, including

complex entries, intriguing long-range correlations can be shown to ensue.

Full disclosure: those correlations are “spooky”, in the sense that troubled Einstein. He

actually discovered them in 1935, with Podolsky and Rosen, attempting to prove QM wrong; the
irony is these entanglements do exist, at least in the realm of QM. We show how a formalism of
the relevant kind leads to them, so they sort of come “for free” in a universe like ours: just where
the WT takes us (see chapter 4). One way to actually prove the theory wrong, then, is to find out
why we should not go there or, if we do, that this yields lethal results for FL, the stability of
brains, or life in general. Be that as it may, the instantiation of the theory presented here, by way
of a simple extension of the Pauli group, predicts properties of linguistic labels, how they project
structure as they enable linguistic chains (in a Markovian grammar), and how tweaking the
system to work yields other forms of structuring that arise in the world’s languages. So: if this

direction is not falsified, aside from being falsifiable, the WT might not be totally off.

1.2. Core Syntactic Facts

It is worth reminding ourselves of a few facts whose nature seems genuinely syntactic:

(i) The major categories are noun phrases (NP) depending on projecting verb phrases (VP), with

optional qualifications (adjectival phrases AP) and circumstantials (adpositional phrases (PP)).
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(if) Languages present grammatical projections structurally above lexical counterparts.

(i) Languages present strong selectional restrictions for so-called complements (of a head).

(iv) Languages exhibit “displacement” chains articulated around specifiers (of a projection).

(v) The phenomenology of displacement indicates that one should distinguish A vs. A chains.

(vi) A [not A] -movement is restricted to (extended) NP projections, posing sub-theoretical

questions about the ensuing phenomenology (for thematic, case, agreement, construal, etc.).

(vii) A-chains “collapse” into a single occurrence (out of many generated).

Emphasis in this context - aside from reviewing a theoretical repository - is on how theoretical
reasons for much of this are far from obvious. For example, nothing (other than the facts) would
go wrong if grammatical categories were structurally below lexical counterparts, so that instead
of [the [famous [depiction [of Gernika]]]] we had languages allowing *[depiction [of [Gernika
[famous the]]]]. It is worth agreeing on a plain empirical base to reflect on what the theory
should be about; generalizations (i)-(vii) are just that, without trying to be particularly exhaustive
or controversial. Even assuming that VVPs are central to the clausal skeleton of human languages,
there are plenty of circular explanations as to why that is, or the arguably related idea of why
grammatical projections are structurally above corresponding lexical projections, not vice-versa.
To be sure, if that’s how our semantic recursive composition rules work, that’s that, but the
obvious question is why the rules should work that way. If we blame that on the syntax, it is
unclear what syntactic explanation it would get. Similar concerns arise with selectional
restrictions. We tell ourselves that verbs “assign case”, unlike nouns or adjectives - but this is
what we seek to explain, not the account (see chapter 5). The bottom line is adpositions are
mostly transitive (with an NP complement), while nouns are generally intransitive (although they
can also have a complement, in which case it is a PP, as it is for corresponding complements of
adjectives). The well-known contrasts in (1) are ultimately puzzling, given thematic

isomorphisms for the event Picasso depicted:
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(1) a. Franco attempted to destroy Gernika.
b. Franco s attempt to destroy Gernika.
c. Franco’s attempt of/at destroying Gernika.

d. Franco’s attempted destruction of Gernika.

Displacement phenomena have been as important to generative grammar as they continue
to be baffling. In recent works, Chomsky and collaborators (e.g., 2023) have argued that this -
which Chomsky aptly calls “internal merge” IM since 2001 - is actually what is in some sense
natural, more so than other cases of merge that constitute an “external merge” EM. But both are

perplexing if we seek to “bind” their representations in brains. It is hard enough to contemplate

such a prospect with the sorts of features that make up phonemes, like voicing; but one can see a

putative explanation in terms of entities like photoreceptor cells for vision, which (mutatis

mutandis) could be transmitting information aggregating into gestures like timing the onset of
voice in the vocal folds. But such features become more abstract the moment our mergers yield
“brackets”; more so if these somehow connect across configurations, which is just what occurs in
chains. This brings us into the beguiling notion of a chain-occurrence, a central device in the
logic of quantification (per Quine 1940). For now, we may just point out how chain occurrences
arise for IM, but less obviously for EM. Let’s unpack that next, because it is essential in

understanding, at the very least, syntactic generalizations (v) through (vii).

1.3. Chain Occurrences and Collapses

The phenomenon of displacement is relatively easy to describe. Compare:

(2) a. Whiskey seems (only to himself) to be chasing mice.

b. [Whiskey seems (only to himself) [ to be [ chasing mice]]].
In (2a) the proper name Whiskey is playing a dual role: it designates the agent of the VP chasing

mice, but it is also the grammatical subject of the entire expression, structurally high enough to

license the anaphor himself in the main clause. That thematic role and subsequent licensing (at a

XXVil


https://en.wikipedia.org/wiki/Neural_binding#:~:text=The%20neural%20binding%20hypothesis%20states,responses%20to%20context%2Ddependent%20stimuli.
https://en.wikipedia.org/wiki/Photoreceptor_cell

different site) is one of those NP characteristics that generalization (vi) makes reference to. The
dual responsibilities can be represented as in (2b), where there are multiple copies of Whiskey
satisfying different syntactic jobs: an agent role in the lowest clause, a formal grammatical
subject in the (bracketed) clauses, for different syntactic reasons. Of course, Whiskey is only
pronounced at the top occurrence (in English), hence the strikethrough in all the others.
Moreover, we don’t want to say that the logical form receives multiple repetitions of Whiskey,

any more than the phonetic representation does. Consider that in detail.

Even if speaking of the same cat in (3a), two different events are being described: a kitty

encountering the “top cat” and a subsequent chasing of the cat by the owner of said Kitty:

(3) a. Which cat did your neighbor threaten after their kitty encountered?

b. Which cat did your neighbor threaten after their kitty encountered ?

This is to show how intricate it is to determine what ends up being copy/occurrences as in (2a)
or, instead, separate repetitions in grammatical usage of, in this instance, the expression which
cat: not all “displacements” result in copy/occurrences to reckon with. That “displacement”,
however, affects interpretation is clear from comparing the Yes/No question in (4a) - where the
anaphor himself is too distant from Whiskey (in a separate clause) for the name to serve as a valid
antecedent - to displacement of the anaphor to produce an information question as in (4c), which

results in a licensing of the anaphor vis-a-vis the (now closer) antecedent Whiskey.

(4) a. [Does [Whiskey think [you like to hear stories about him / *himself]]]?
b. [[Which stories about himself] [does [Whiskey think [you like to hear]]]]?
c. [[Which stories ] [does [Whiskey think [[ about himself]
[you like to hear 1117

We achieve that result by presuming the displacement in point is as complex as the brackets and

strikethroughs in (4c) imply, with a reasonable way, thereafter, of not interpreting anything but

whatever turns out to be necessary to get the anaphoric representations to obtain.
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The issue is how this system of copies/repetitions is supposed to, then, yield the right

results in situations like (2)/(3), while not getting us into trouble, for instance, in (5):

(5) No sane person is likely to overspend the average of their family.
a. Itis likely that a sane person will not overspend the average of their family.
b. A sane person is not likely to overspend the average of their family.

c. # A sane person is not likely to not overspend the average of their family.

These are meant as generic statements, not about specific individuals. Sentence (5) can be
interpreted as in (5a), negating the existence of sane individuals who overspend their family’s
average - an optimistic world consistent with the afterthought: “indeed, no person will ever
overspend, since all humans are rational”. The sentence can also (less cheerfully) be interpreted
as in (5b), shifting perspective to the sanity of persons, thereby allowing us to add a reflection
like “only insane individuals trigger their family’s bankruptcy”. But a reading as in (5c), with
two negatives, one for the overspending, another for its likelihood (both with regards to sane
individuals) is unavailable. However, this is not obvious if the displacement of no sane person
proceeds with copies is as in (6) (recall from (2b)). The fact that we are hypothetically working
with two copies of no sane person, forming a chain, is useful in getting the two readings under
consideration: with narrow scope for no sane person in (6a) and wide scope for that very phrase

in (6b). Impossible is a reading with “dual scope” as in (6¢), and the puzzle is why.

6)a. [ is likely [no sane person to overspend the average of their family]].
b. [No sane person is likely [ to overspend the average of their family]].

c. # [No sane person is likely [no sane person to overspend the average of their family]].

We seem to need distributed copies of occurrences to capture the interpretive nuances of chains,
but we also need to “reduce” the occurrences back to classical token instances of given types, so
as not to proliferate interpretations the system prohibits (see Collins & Groat 2018). Martin &

Uriagereka 2014 called that process a “chain collapse” (property (vii) in the prior section).
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As it turns out, although both A and A chains involve specifiers (property (iv) above),
one of the ways of noting how these formal creatures differ is in terms of how they collapse and
entangle with other objects. Off the bat, while the collapse of A chains is radical, into some
configuration or other, A chains are more elaborate and distributed: generally involving some
operator and a corresponding variable, but also (possibly) a restriction that may collapse at a
different site, for example as in (4c). The correlations also entangle differently: while A chains
go together with the phenomenon of control, under a restricted set of conditions A chains instead
license “parasitic gaps” as in (3b). In both instances referents are identical, but in the second we
typically witness co-variance as opposed to co-reference. As we noted in relation to property
(vi), also, A-movement is more restricted than A-movement (and language variation for each
type is also quite distinct). The point, so far, is merely that all of this, while well known, is quite
perplexing. For example, it is mysterious why IM of the A-sort should be in any way restricted to
NP, as opposed to VP (or AP and PP) projections, apparently bringing with it a rich
phenomenology of thematic, case, agreement, construal, and other such relations - all of which

we can describe, but without explanatory depth.

1.4. What to do About Syntax and its “binding” in neurophysiology?

Ignoring properties (i) through (vii) and their associated consequences is always possible, but
hardly productive, particularly if that is a consequence of, well, ignorance. More often than not,
syntacticians discover how scientists and engineers interested in language have never thought
about these and related issues. Others may have, but shrug their shoulders blaming it all on
obscure processing considerations. This is a typical “explanation”, for instance, for so-called
island effects holding of A-movements. Compare the following examples, which are constructed

so as to be similar in length, plausibility, familiarity, and complexity in embedding:

(7) a. I'm learning that many linguists insist (that) I love an unspoken language.

b. What language are you learning that many linguists insist (that) you love?

(8) a. I'm learning the language that | taught (to) my students.

b. * (To) whom are you learning the language that you taught?
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As Ross 1967 first noted, Wh-movement across a relative clause is not possible. For the sake of
argument, suppose this were, in fact, a processing constraint of some sort. Importantly, Merchant
2004 shows the exact same constraint at work in ellipsis. Compare:

(9) Alice: Are you learning that many linguists insist that you love an unspoken language?
Bob: No, an UNRECORDED LANGUAGE.

(10) Alice: Are you learning the language that you taught (to) your students?
Bob: *No, (TO) MY CHILDREN.

(11) a. * (TO) MY CHILDREN, I am learning the language that | taught.
b. *No, (TO) MY CHILDREN,

Contrastive fragment answers work as in (9), not (10). This echoes the situation in the overt
focalization in (11a), suggesting that the underlying structure of Bob’s comment in (10) is of the
form in (11b), consistent with the island effect in the same structural terms that happen to be at
stake for (11a). The importance of example (10) in this context is that there is no obvious (direct)
processing by Alice of Bob’s sentence: all she hears is him saying No, (TO) MY CHILDREN, not
something with the more elaborate representation in (11a). The issue is why that fragment, with
the rest implied, triggers a psychological effect (in someone like Alice) as if Bob had actually
said the entire (11a). The fact that there should be, in Bob’s mere silence, an understood island
hardly looks like a processing issue by Alice: it ought to be considerably more elaborate,
whatever it is. It should be important to syntacticians in the same way that exploring antiparticles

that “pop out” of a vacuum would be to a particle physicist.

Many continue to consider facts of that ilk remarkable, presuming that much structure
exists even in ellipsis contexts, which our theoretical apparatus should address. The matter poses
rich problems for neurophysiological binding, since in situations like the implicit structure in

(11) we are well beyond the realm of features with correlates like color or voice, which
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neurophysiology already has something to say about. It gets worse, actually, again in the realm

of ellipsis and the structural nuances arising in simple dialogues:

(12) Alice: When did the government allow drones to attack civilians?

Bob: And don 't you wonder what for?

Bob’s response presumes a piece of discourse Alice generated, contributing new elements to it:
what and for. Here Bob must have processed what Alice said, enough to produce a correlation
between question word what and preposition for across seven words that never get articulated.
Bob then produces a structure that would normally take about four seconds to utter and he
modifies it “on the fly”. Such exchanges can be so elaborate that speakers can semantically bind
into the elided material. In (13), Bob can mean that as in (i) (a strict reading, where not said but
reconstructed is literally what Alice meant) or as in (ii) (a sloppy reading, where what ends up

being reconstructed is based on what Alice mentioned, but modified to include a new subject).

(13) Alice: The government must have evaluated its reasons for being hasty...
Bob: I guess so should I! (i) evaluate the government’s reasons for being hasty...
(i) evaluate MY reasons for being hasty...

(iii) * evaluate my reasons for the government being hasty...

Importantly, a “mixed” interpretation as in (iii) is not viable. So: whatever is at stake is a) super-
precise, b) super-dependent on keeping elaborate representations in mind, and c) super-fast. How
to represent the presumed binding in neurophysiology is anyone’s guess at present, but denying

the reality of the phenomenon seems hardly the way to understand a faculty that permits it.

Gallistel & Matzel 2013 remind us how a real issue arises for the neurophysiological
coding relevant to any form of symbolic thinking, as presumed in those examples. The prevailing
view is an outgrowth of the influential Hebb (1949), where the repeated activation of neurons,
through the synapse (to strengthen the likelihood that the presynaptic neuron should excite
activity in its postsynaptic counterpart), was taken to be instantiated by way of Long-term

potentiation (LTP) and Long-term depression (LTD). For concreteness, spike timing-dependent
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plasticity, where by varying the timing of weak/strong synaptic inputs (in the range of dozens of
milliseconds) lasting modification of synaptic transmission ensues is seen as instantiating the

“Hebbian synapse*, deriving signed modification. Transmission increases (augmenting

postsynaptic response) or decreases (reducing postsynaptic response) depending on conditions
that need not concern us now. If this sounds like “associationist” in the Piagetian sense, or
“behaviorist” within the Skinnerian logic, that would be a correct assessment, as those are the
positivist presuppositions of the mid twentieth century. But as Gallistel & Matzel note, the
encoding of temporal intervals is a precondition for the appearance of systematic conditioned
responses, and no hypothesis exists yet for how such a timing could be accomplished through the
modification of synaptic transmission. This essentially undermines the configuration of data

structures, like a lexicon for the language faculty, which syntax fundamentally rests on.

The key to the skepticism that Gallistel has rightly emphasized is that Hebbian learning
alone cannot address how information (not just about timing, but also about spatial allocations or
probabilities regarding an experienced environment), may be carried forward in time. This is one
of Gallistel’s chosen themes, as articulated in Gallistel & King 2009. Whether memory is
relatively permanent and long-term or relatively transient and short term, whether it supports
data structures or the modification of on-the-fly information to perceive, react to, and affect
behavior, this fundamental trait of animal cognition must be structured enough to be preserved
and made accessible to computation (often on millisecond scales) to inform subsequent behavior
as it needs to unfold. Importantly, there really cannot be memory without structure, of the sort
that allows information both to be somehow stored for future use and somehow actively
maintained as it is being deployed and modified, thereby returning (in some fashion and form) to

the stored arrangement. This much is non-negotiable, even if still poorly understood.

These days one hears media-amplified rumblings that chatbots have already mastered
such nuances. This is supposed to be not because of being wisely programmed by some brilliant
computer scientist - but on their own, abstracting regularities from the systematic “analysis” of
huge amounts of data, these being LLMs. Not to repeat the informal experiments many linguist
colleagues have already tried, I’ll just note an informal one that I performed with ChatGPT.

When asked about the difference between iteration/tail-recursion and full recursion - which is
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fundamental to the complexity of structure in the sense that concerns us now (see Lasnik &

Uriagereka 2022: chapter 1) - the device wrapped up its response as follows:

In summary, iteration involves repeating a set of instructions using loop constructs, while
recursion involves solving a problem by dividing it into smaller subproblems through
repeated function calls. Tail recursion is a specific form of recursion where the recursive call

is the last operation performed by the function before returning.

That being a rather decent summary, | proceeded to then ask the device what one would any

student, if they had provided such a summary: to illustrate the claim with some data:

(14) a. If it rains then it pours.

b. If if it rains it pours, then if it didn’t pour it couldn 't have rained.

c. “If [1] ... if [2] if [3] it rains then [3] it pours, then [2] if it didn 't pour it couldn 't have
rained, THEN [1] ... if [1] if [2] if [3] logic holds, then [3] it shows up in language, then [2] it

should have been relevant in this very sentence, then [1] logic holds of thought.

Numbers in (14c) keep track of each Boolean. The idea is to build a sentence that branches and,
as it branches, it keeps intact the number of if-then relations: one with one level of embedding,
but two if we have two levels of embedding, three if three levels, and so on - the intention being
that, for the fourth example one would require four interspersed “if... then” patterns on each
branch. Normal humans lack clear intuitions even about (14c), although it is straightforward how
one constructs the representation. We know since Miller & Chomsky 1963 how hard it is to
parse a sentence like the rat the cat the dog chased ate died, which they took to challenge short-
term memory resources. This is why | was actually expecting ChatGPT to outperform humans
here, presuming that short-term memory limitations are not a practical issue for a device with
effectively unlimited memory resources. Whatever the cause, however, what was clear from the
ensuing discussion is that the device, which can produce the description quoted above, simply

does not get how the recursive pattern goes from (14a) to (14b), and so on.
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If ChatGPT cannot comprehend the pattern, whatever we may learn from its inner
workings, which we can probe into and manipulate without the ethical limitations we have for
conspecifics, is of relative value. Similarly, if one wants to understand how a human brain binds
the features and variables necessary to perform arithmetic, one should be wary of a device that
cannot keep track of brackets or get the consequences of placing a minus in front. These matters
are hardly surprising: if careful work by professionals hasn’t yet unearthed these nuances, for the
latest engineering feat to come up with the right structure would be the equivalent of having a
robot assemble a device and it being suddenly alive. Which doesn’t mean one ought to throw out
the vessel with the sea water... In fact, if we take what we do know about syntax seriously, and
couple it with some of the formal tools we’ve acquired from engineering these chatbots, the
prospects of addressing binding problems may improve slightly, and there are other

consequences too, in terms of understanding generalizations (i) through (vii).

1.5. A Very Brief History of Chatbots (in relation to Syntax)
ChatGPT’s “last name” stands for Generative Pretrained Transformer. “Deep learning”

architectures for LLMs are based on transformer networks (TN), a kind of neural network that
tracks relationships in data sequences, leading to contextual learning. Training processes for Al

with natural language processing capabilities involved Recurrent Neural Networks (RNN), to

recognize data’s sequential characteristics and use patterns in the processed data to predict the
next likely scenario, as feed-forward RNNs. As a consequence of the huge data sets needed for
training - coupled with repeatedly going over long-term dependencies - the process was slow.

Transformers are an attempt to speed things up. To ponder this, let’s take a step back.

An Artificial Neural Network (ANN) is inspired in interconnected artificial “neurons”:

computational ways to aggregate numeric inputs into a numeric output through a nonlinear
function, allowing for externally-set input and network-computed output connections. These
“neurons” organize into recursive ANNS, hence the R in RNN. It is these devices that constitute
a machine learning method, where training means setting weights of the connections between
“neurons”, the perceptrons. The ANN is a group of perceptrons that process input forward.

While this kind of architecture was useful for image processing, it’s not apt to capture data
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presented in a sequential fashion, like these very letters. The RNN is a kind of ANN with a hack:
connections between nodes that loop back to the inner structure of the network. It is through this
directed loop that the sequential information in the network is captured, like a dependency
between a phrase in this sentence and one in the previous. This “free parameter sharing” reduces
computational cost. But before returning to how transformers address the problems RNNSs still

have with computational times, let’s probe even further back.

ANN:Ss are closely related to older models called Augmented Transition Networks

(ATNSs), proposed by W.A. Woods. He was building on Markovian finite state automata (FSA)

implementing iterative representations that, as he put it in (1970) (summarizing results dating
back to Chomsky 1955), are “grossly inadequate for the representation of natural language” - as
they do not even recognize full recursion (let alone more complex dependencies). Still, he
expressed a hope for the processing model that has survived: “that the sequences of words which
make up a sentence can be read off directly by following the paths through the grammar from the

initial state to some final state.” This, to be clear, is not how human language works. Observe:

(15) a. So: you are trying to convince me that I should declare exactly what?
b. What exactly are you trying to convince me that | should declare?

c. You 're trying to convince me that | should declare something - I just want to know what.

Although relatively little is still understood about sentence planning and production, it is easy to
see how there is a logic in the near paraphrases in (15) that has nothing to do with the order in
which words come out of our mouths. Thematic in these sentences is there being something to
declare (to the IRS?), which the speaker doesn’t quite understand and is attempting to clarify
(from an accountant?). Standard theories about competence grammar thus build the sentence
“from the bottom up”: starting with the something/what bit, composing that with declare, which
in turn is logically more basic than other elements: the declarer, the fact that the declaration is
part of an exchange with the interlocutor, and so on. That thought may further embedded under
another qualification (“my wife asked... etc.”), but this has no bearing on the linear order of

words. So: postulating a feed forward ATN as a grammar for them will not work.
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Then again, Woods was just posing a parser: enriching the FSA by adding a recursive

call directly to the transition graph model, thereby yielding a power equivalent to that of an

automaton capable of recognizing the outputs of a context-free grammar. This gambit is in the
spirit of the hack suggested above to go from the ANN to an RNN. One could take what elevates
the RNN to the TN as yet another hack: an “attention mechanism” to address short-term memory
issues arising within RNNSs, which only work for words close to one another. Hacks are
important in engineering: in the case of transformers, they allow systems to go beyond patterns
in the data set, relevant models relying less on supervised learning. But for determining how an
organism’s organ(s) (like whatever a brain comprises) work, the hack may happen to be what
nature evolved - or not, which we must empirically settle. When consulted about its own origins,
ChatGPT recalls the 1943 classic “A Logical Calculus of the Ideas Immanent in Nervous
Activity,” by Warren McCulloch, a neurophysiologist, and Walter Pitts, a logician, who
collaborated in a mathematical model of an artificial neuron - later known as perceptron... The
device also reports how Frank Rosenblatt developed that into a hardware implementation in the
late 1950s, to simulate the reception or input signals, performing weighted summation, and
producing an output based on a threshold activation function, thus laying the groundwork for
ANNSs, with their capabilities for classification tasks and pattern recognition. It sounds whimsical
for the chatbot to also remind the user how one should “further emphasize” (sic) the leap in

complexity and capability:

... from traditional ANNs to LLMs like myself. While ANNs and RNNSs laid the
groundwork for sequential data processing, transformer networks introduced attention
mechanisms that revolutionized the handling of long-range dependencies in language
modeling. This advancement enabled LLMs to generate contextually relevant responses
and demonstrate a higher level of language understanding compared to previous models.
Additionally, it might be beneficial to highlight the interdisciplinary nature of
advancements in computational modeling and cognitive science. The journey from
simple FSAs to LLMs like myself reflects not only engineering innovations but also
insights from linguistics, cognitive psychology, and neuroscience, demonstrating the

collaborative effort across multiple fields to advance our understanding...
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More relevantly to this bio-linguistic exercise, below we go into how the formal work that took
us to such linguistically-based outputs may rest on a common scientific language - less in the

first-order data the device (re)produces than in the foundational units that carry the patterns.

A relative in chatbot development are distinctive features, and idea developed by Roman

Jakobson with Nikolai Trubetzkoy, in Prague. This association of some attribute - for them, of
phonological analysis - with a privative value aggregates to the formation of an analysis unit, like
the phoneme. Jakobson, Fant & Halle 1952 came up with the first modern phonological theory
based on distinctive features, which Chomsky & Halle 1968 pursued. Although phonological
features cluster into classes to instantiate that theory, the notion is relevant to any level of
representation in linguistics and beyond. It is unclear whether McCulloch or Pitts knew of
European structuralists, but if one wants to understand the computational capabilities of
biological neurons, the concept of distinctive features adds a substantive layer to “feature
vectors” in a perceptron network: complex input signals decompose into simpler, analyzable,
components that capture essential information. These vectors could be anything with the formal
characteristics, so the substantive choice of features may capture key information relevant to
sorting, processing, or deciding based on concrete tasks. Just as linguistic distinctive features
encapsulate dimensions relevant to language, theories of distinctive feature vectors are needed in

ANNSs, from computer vision to any pattern recognition of deep learning models.

Geometrical vectors are one of the jewels of the intellectual milieu that led to the

Enlightenment, their initiator being Descartes through analytical geometry. Vectors were central

in physics (e.g., Maxwell equations) and, in classical spatial form fusing geometric and algebraic

properties, related to complex numbers in their plane representation (through the work of Gauss),

although they go beyond any of that in multidimensional spaces, after Hamilton introduced his
4D quaternions. The edifice that, then, extended into linear algebra for matrices and tensor
analysis was to play a crucial role in a formulation, via Heisenberg, Pauli, and Jordan, of
guantum mechanics (QM), where - as von Neumann put it - sub-atomic particles act just like
discrete numbers... The use of vectors or matrices in linguistics interestingly posed issues of so-
called feature geometry. It became clear upon studying phonological features that some are

relevant within the space of others. For example, whether a phonological segment is continuant
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(like a “fricative™) or otherwise (like a ““stop”) is a property of consonants, while a segment being
round or otherwise is a property of vowels; in contrast, voicing is relevant to both. Observations

like these lead to auto-segmental phonology, similar considerations applying elsewhere in the

language faculty: for instance, so-called aspect or mood are features of verbs, while case is a

noun feature. This indicates that feature sets obey an internal and possibly elaborate logic.

Linear algebraic matrices are good at capturing that intuition, since their entries can

themselves be matrices, at which point the system recurs. These formal objects were key to the

development of Markov chains, as stochastic square matrices. First developed to describe state
transitions in the chains (in this sense of the term), transition matrix entries were intended for
statistical linguistic analysis and card shuffling, where the probability of future states depends
only on the current and not the events preceding it. One of the major results of Chomsky’s early
work, presented to engineers in Chomsky 1957, was to demonstrate how human language could
not be represented in terms of Markov chains - moreover extending the early formalism to what
later became known as Chomsky grammars. Lindenmayer or L-systems are extensions of
Chomsky grammars in which transition matrices become richer. In those, it is important to

consider how a system “grows”, by way of rewrites. In that context, the stability of Markov

chains gets unhinged, matrix entries then becoming less limited (to non-negative numbers), with
square matrices then able to express the recursive properties of Lindenmayer rewrite systems
underlying the topology of phrasal expansions. Matrices are also closely related to differential
equations and linear transformations, which led Alan Turing to the development of digital
computers. Even more relevantly now, when ANNSs involve connections between perceptrons
with weights to be learned, this is expressed as matrix multiplication, while differentiable
equations describe the learning phase, where for any small change in a particular parameter, a
corresponding change in the model error (loss function) is calculated. It is this characteristic that

makes transformers easy to train and allow for unsupervised learning. That, in turn, allows for

the use of billions of parameters in a training, this being the “very large” aspect.

1.6. Comparing Perceptrons to Actual Neurons

Recall our discussion of the “Hebbian synapse” through LTP/LTD:
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wly, wl=[5 o+[, 0

Elements X, y, z, w are taken to be scalars in ATNs, which in (16) we have separated into a sum
that reflects x, w in the diagonal on one hand and y, z in the off-diagonal on the other. The
diagonal represents the internal states of the perceptron, from before to after the relevant learning
step, while the off-diagonal represents connections the perceptron has with relevant neurons,
which can be as many as the network allows. In the simplest (linear) scenarios, x =w and y = z,

as a consequence of which we could render (16) as in (17):
- ™ Z1_.1/1 0 0 1
(17)Forx-wandy—z,[y W]—W[O 1]+y[1 0

Coefficients w, y are “associationist” in that they’re supposed to record conditioned
responses: equalizing x and w amounts to saying that the neuronal firing took place as planned,
while equalizing w and y means the corresponding wiring (with other neurons) was effective. In
other words, connections between neurons (represented by y and z) become reinforced due to
their co-occurrence with specific neural activations (represented by x and w), a reinforcement
that can be interpreted as strengthening associative connections between relevant neurons. Of
course, this coefficient equalization in the matrices reflects a mathematical abstraction of
synaptic reinforcement, while the actual mechanisms underlying synaptic plasticity are far more

nuanced. Even ChatGPT reports how actual synapses are...

influenced by a myriad of factors, including neurotransmitter release, receptor activation,
and intracellular signaling pathways. Additionally, synaptic plasticity is subject to various
forms of modulation and regulation, and its outcomes can depend on the timing and

frequency of neural activity, as well as the specific cellular and molecular context.
To place that in perspective, Shapson-Coe et al. 2024 mapped in detail a cubic millimeter of

brain tissue (57,000 cells, 23 centimeters of blood vessels). Those 150 million synapses arguably

amount to 1,400 terabytes of data (enough to encode all books ever published - over 100 times).
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One millimeter in surface seems like a relevant scale for our concerns too, for that’s the spatial
resolution of fMRI (the best available neuroimaging technique for spatial resolution; MEG*s

spatial resolution is twice as coarse and EEG, eight times).

When we get a standard neuroimaging measurement, it is presently at the scale of
millions of synapses. Concluding anything directly synaptic from such an ensemble is the
equivalent of getting thermal radiation of an “urban heat island” like New York City from outer

space, then reflecting on what that would indicate about anyone’s rooftop... Irradiance images

NASA publicizes represent aggregate measures recorded from a satellite, corresponding to
whatever surfaces the sun radiation hits individually (including one’s rooftop), but several other
factors enter into the measurement: breezes and shades from clouds or other buildings, rain or
fog, traffic, and so on. Much of what this book is about is the idea that for neurons too we must
be able to think collectively, beyond the Hebbian synapse, real as that factor is. This is all
apropos of a chasm that - much in the spirit of Smolensky & Legendre 2005 - one may want to
bridge. For the connectionist, chatbots are “proof in the pudding” that progress has already been
made by way of that Hebbian assumption leading to the perceptron, enriching it with hacks as
relevant to improve on perceived deficiencies. But this is what Fodor called (in the famous
“Thursday Night at the Fights”) not just one but two bad ideas: “one about mental processes and
one about learning” - which he blamed on reiterating “primitive associationism”. Fodor was
exactly wrong in predicting how “it will pass”: half a century later the approach boasts a
healthier life than ever, even if it’s hard to see how some of the challenges it faces, about the
very issues we’re worrying about, have been addressed. The question in this book boils down to
whether one couldn’t enrich ATNs in a principled way: not so much with hacks, but with formal

devices to address what ChatGPT “acknowledges” when describing the Hebbian stance:

... a useful conceptual framework for understanding the relationship between neural
activity and synaptic plasticity, it should be viewed as a simplified representation of the
underlying biological processes, rather than a comprehensive explanation. Further
research and experimentation are necessary to fully elucidate the mechanisms by which

neurons wire together in response to coordinated activity.
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That matters in two different, if related, regards (associated to Fodor’s “bad ideas”). Very

broadly construed, we can distinguish two kinds of neural activity (NA) resting on the synapse:

(18) Local Homosynaptic Plasticity
a. Changes in synaptic strength occur at synapses involved in ongoing NA.
b. The strength of individual synapses is adjusted based on a local pattern of NA.

c. LTP/LTD reinforce/weaken synaptic connections in response to correlated NA.

(19) Global Heterosynaptic Plasticity
a. Synaptic strength changes in synapse populations, reacting to extensive NA patterns.
b. Synaptic strengths are broadly affected, involving multiple simultaneous instances.

c. Neuromodulation influencing the overall excitability of neurons can trigger the effect.

This distinction is important when analyzing how changes in homosynaptic strength contribute
not just to refining neural circuits during development, but also to the formation and storage of
memories, as refined as those needed for occurrence binding as seen in ellipsis. The issue is how
the second form of neuroplasticity, with effects on network dynamics, regulates not just synaptic
homeostasis (network stability), but also adaptive responses to changing environmental
conditions. That is easier said than done for any global system, be it radiation out of NYC or
firing neurons. But, in a sense, Fodor’s challenge boils down to how the network dynamics
(“mental processes”) help with the representational issues that the local states hand-wave about
(“learning”). The hope is that, by understanding how synaptic plasticity operates at different
scales and in response to different NA patterns, whose origin may even be beyond the synapse,

one can gain insight into the learning mechanism when it involves serious memories.

If the radiation out of NYC was a metaphor for global inter-neuronal activity, local
thermal radiation hotspots in the city may help us focus the activity of individual neurons. These
are inversely proportional to vegetation or water bodies and directly proportional to areas
without shade or moisture. Heat conditions are dynamic, even for the relatively static stuff that
makes up buildings: changing elements affect them (traffic, wind flow, urban canyon effects)

and heat islands build throughout the day, due to the slow release of heat from urban materials,
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becoming pronounced after sunset. If vehicles, air-conditioning, or industrial activity waste,
drive the point home that heat is a complex system in any environment, equal dynamicity should
be expected within any eukaryote, including neurons. Any prokaryotic cell is typically orders of
magnitude smaller than a eukaryote, the latter presenting not just a complex nucleus and
mitochondria, but many other organelles that engage in metabolic pathways in their cytoplasm,
which can experience different internal environments with elaborate biochemical and metabolic

reactions. Within a neuron, we find two primary types of internal states:

(20) Local Internal States
a. Localized changes in synaptic strength / intrinsic excitability from patterns of NA.
b. These involve LTP/LTD at specific dendritic branches or axon terminals.

c. Changes can lead to alterations in the neuron’s responsiveness to incoming signals.

(21) Global Internal States
a. Changes in internal dynamics in response to broader patterns of NA across the network.
b. These involve the modulation of intrinsic excitability, changes in neurotransmitter release
dynamics, alterations in ion channel expression or neuro-modulatory receptors.

c. They can influence the overall network activity.

Just as we saw for inter-neuronal activity, this distinction (“at the bottom”) is important for the
similar question-begging aspect of having local internal states in the neuron contribute to the
encoding of information within the network. That’s the Holy Grail of this enterprise, but also
what is harder to ascertain. Again, the issue is how the second form of dynamical internal states
within the neuron may allow us to understand what in the network results in the integration and
processing of information at multiple scales, which network-level phenomena like oscillations
and synchronization play a role in. This too matters to Fodor’s “bad ideas”, here relevant to how
the intra-neuronal dynamics (still “mental processes”) help with representational issues that the
static states presumably represent (“learning”). In short, what is complex for NYC is just as
elaborate for any neuron too, and just as we wouldn’t ignore internal conditions for heat if we’re

trying to understand its patterns, we shouldn’t in the case of neuronal activities.
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A system will be explored here in which the fact that local homosynaptic plasticity
(involving changes in synaptic strength at individual synapses based on local patterns of neural
activity) is to global heterosynaptic plasticity (affecting synapse populations in response to
extensive patterns of activity across the network) what local internal states (referring to localized
changes within neurons) are to global internal states (involving broader changes in internal
dynamics). The intra-neuronal vs. inter-neuronal distinctions hark back to the separation in (17),
where the diagonal matrix is apt to express the first kind of information, while that with entries in
the off-diagonal is suited to expressing the second. That said, we need a way of articulating the
distinction between static local and dynamic global conditions, which the matrix geometry does
not touch upon. We may end this chapter reflecting on that issue, in the hope that distinctions
along these lines bear on how networks of this ilk encode and process information, without

which it is hard to elucidate any mechanisms underlying learning or memory formation.

1.7. Feature Correlations
Abstractly, the Gallistelian stance presupposes some active maintenance of information, an issue

arising at even more fundamental levels. Consider intentionally blinking vs. opening one’s eyes

for an arbitrary time period. The first gesture (involving the orbicularis oculi to bring the eyelid
to a close) can be idealized as a virtual twitch, even though it has to involve coordination of
muscular forces pulling the eyelid in the direction opposite to the contraction of the levator
palpebrae, which raises it. The rest state of the eye during sleep is obviously closed. The action
of opening the eye is an elaborate gesture (leaving the orbicularis oculi tetanized, while not
engaging the levator palpebrae), presupposing a distributed arrangement of relevant
neurophysiological conditions. This can be even more extreme when forcing our eyelids into an
open state, like when we express surprise - a neurophysiological command then remaining active
throughout the duration of the gesture. While a rapid muscle contraction may implement a
version of the Hebbian LTP associated to neuro-physiologically controlling these two muscles,
even these conditions arising when tetanizing the orbicularis oculi, which remain globally active

as relevant to the gesture, have to be more involved - Gallistelian in the sense above.
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Such modest differences in the motor system seem a priori relevant to cognitive issues
too. Active maintenance, in memory conditions relevant to the Gallistelian challenge, is
abstractly similar: a passive (potential) version of the active (kinetic) tetanization, which by
hypothesis engages (to be deliberately simplistic) essentially local homosynaptic conditions vs.
(temporally and spatially) global hetero-synaptic interactions, relevant to the maintained gesture
or active memory. Both these instances presume significant information storage (seconds, for the
prolonged gesture). What we need bears on the possible brain coding of, on one hand, punctual
gestures; on the other, tetanized muscular engagements and corresponding active maintenances.
The expectation here is that answers to the first type of question will help with the representation
of local internal states in the diagonal of relevant square matrices, while it may also help with the
representation of local homosynaptic plasticity in the off-diagonal of the mirror image of said
matrices. That’s the easier question. Mutatis mutandis, one also hopes that answers to the second
type of question may help with the representation of global internal states in the relevant

diagonal, while global heterosynaptic plasticity should go, instead, in off-diagonals.

To make progress on just how one may go about representing the global stuff, consider
the matter from the bio-linguistic perspective of the features. Visual features for color, size,
shape, or motion, are dealt with in partly distinct neurophysiological circuits - which somehow
yield a holistic experience. Accurate vision is actually constrained to the fovea, beyond which
the world seems prone to misperception (Martinez-Conde et al. 2008). This particular version of
the binding problem (BP) is known as the “feature binding problem” (FBP). Even if humans may
be too overconfident on how accurate our binding is beyond selective attention conditions, any
approach to the problem must postulate, at the very least, the presumed features that participate
in the binding. For our purposes, the very fact that our mind/brains combine a significant number
of the relevant visual features of an entity, so as to recognize it, implies two sorts of articulation
to reckon with: the unified token representation of the entity as a feature combination, and the
features themselves. Whatever they are, features must remain in short-term memory, enough to
permit the relevant binding, and also in long-term memory for consistent consequence - which
would be seen as a failure otherwise. Aside from memory considerations, this interpretation

poses another challenge, which we may examine in a thought experiment.
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Two linguists land on Mars to hear barking and howling... The rooky surmises that
Martians have music: “Their howl is a rest and their bark is like a tone!”” The veteran shows
some skepticism: “Isn’t that backwards?”” But is there any basis for that expert skepticism, if
mapping is cheap? While that is true within any first-order analysis of any coding system, an
implicit “co-linearity”” assumption also exists in any initial analysis if it is supposed to map
something like a boundary into an open-ended space. The expression of the first (a rest) is
measurable within the real dimension, while that of the distributed element (a complex tone)
instead requires the system to go into a further dimension (into the complex plane), just as we
would invoke that plain when analyzing the thermal radiation of NYC. While how! or bark may
lack any symbolic correlation, one must bear in mind that, if two variables x, w are themselves

correlated, the Fourier Transform can be stated about them. Let’s examine this next.

The transform holds via sines and cosines of the algebraic form in (23b), which relates
complex exponential and trigonometric functions, presuming that for complex numbers modulo
1 a familiarly paired geometric expression (i.e., (£1, £i) in “coordinates” fashion) is algebraically
equivalent to e'?. In a correlation between variables w, x in the transform, while w can be made to
correspond to a wave characteristic like frequency, the complementary x can be seen as its time
correlate. It is this general logic that entails uncertainty: the more accurate representation we

obtain of x, the less we can ascertain the details of w, and vice-versa.

(22) F(w)= [ f(x)[cos(wx) — isin(wx)]dx = [ e dx

(23) a. e'* = -1 [Euler’s identity]

b. e = cos x + i sin x; and for x =&, elxr = cos w + i sin T;

All that this amounts to is that something like the howl and bark in our example are correlated (a
howl amounting to a long bark, a bark to a short how! - at opposite ends of a spectrum), so that
one could then argue that the representation of the howl rests on frequency w, while that of the
bark does, instead, on an identifiable short measure of x. Getting that intuition down is more

important than doing it through trigonometry, algebra, or matrices as we see later on.
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Regardless of what actual neuronal ensembles may be doing - for God only knows what
reasons, not unlike those arising in thermal dynamical conditions, thus invoking the same kind of
math - the point of the thought experiment is simple: when it comes to corresponding minds, it
would seem sounder for a frequency-driven percept to be associated to a distributed variable w
for frequency than one, like x, which is useful, instead, in associating to a quantity matching a
localized percept. Bear in mind that any signal can be approximated to sums of sinusoidal

functions, whose expression reduce to sines and cosines (Fourier analysis). Euler’s formula

simply allows us to expresses this algebraically, while the Fourier Transform states the
correlation between pairs of variables in this disposition. If a signaling system relies on featural
distinctions at two ends of these spectra (long vs. short, tense vs. lax, etc.), it seems natural for
organisms deploying them to maintain the gesture/percept co-linearity in the signal continuum
and what may translate as a representational entity to bind and deploy in further computations.
Mappings “against the grain of the gesture/percept” would be a waste of resources, even if in one
instance we are considering a mind phenomenon and in the other, brain activity instead. For

better and for worse, this is a central intuition that the present work pursues.

1.8. Further Correlations and Variable Binding

Mapping seems cheapest for the variable binding problem (VBP), when meaning is somehow
involved. We saw radical instances of the VBP already in (13), section 1.3. In that instance, an
ellipsis took as antecedent the variable phrase its reasons for being hasty, which can be
interpreted as referring either to the government’s or the second speaker’s reasons for their own
haste. Note: the process isn’t just vague or random (as shown by the reciprocal interpretation
being barred). Significantly, the antecedent of the elided phrase must be kept in working memory
until the ellipsis gets processed, and in fact the active maintenance of the antecedent is so
powerful that binding into its (silent) constituent parts is possible, radically so in the “sloppy”
identity: because the variable within the elided stuff is linked to the second speaker, who is
represented neither in the antecedent nor the ellipsis. But although the singular pronominal its
introducing reasons is what allows for this structurally restricted ambiguity, the fact that it is
pronounced that way is arbitrary to the English mode of presentation: Spanish uses the plural sus

(pronounced and interpreted differently), and Slavic or East Asian varieties, no such form at all -
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but sheer silence in the antecedent pronoun. Yet, even if this is all systematic, productive, and

quite transparent (read: computational), is it all fully arbitrary?

Consider how that sort of binding-within-bound material is restricted to ellipsis. While
acceptable, (24) only has the variable interpretations for the denotation of your children in (a)
and (b), or the generic (c). A “strict” interpretation, with Bob in the statements by both Bob and

Alice providing the antecedent for the determiner introducing children is missing.

(24) “Your children shall inherit the earth ” - Bob said this and Alice said this too.
a. Bob said his children and Alice said her children shall inherit the earth.
b. Bob said her children and Alice said his children shall inherit the earth.
c. Bob said one’s children and Alice also said one’s children shall inherit the earth.
d. # Bob said his children and Alice said his children shall inherit the earth.

So even though the demonstrative this, which singles out the quoted sentence, allows for more
than one interpretation for the indexical your within the quotation, the construal lacks the
flexibility we saw for the VP ellipsis, whose constituent elements are fully interpretable, as if
they were virtually present in the syntax. In short: the VBP associated to VP ellipsis is much
more transparent than what the binding of designator this entails, even when we provide a rich

context that should allow for cooperative inferences beyond anything literal.

To approach that difference, verbal projection may be more flexible than a corresponding
nominal projection, in a sense just as the spatial structure associated to a vowel (rhyme) is of a
more open-ended sort than the structure associated to corresponding consonant boundaries
(onset, coda). The phonological space between a long vowel “eeeeeh” and a short consonant “t”
can be shown to allow for “y” glide, “sh” fricative, “ch” affricate, and “d” representations “in
between”, and the issue is, then, whether comparable differences obtain in syntax, semantics, or
pragmatics, enough at least to capture the empirical differences witnessed in variable binding for
VP ellipses vs. corresponding anaphoric dependencies associated to demonstratives, and several
other such differences that we tend to tiptoe around. To be sure, while matching brain signals to

phonemic realities, with nuanced properties within a ~200 ms. window, seems already within
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reach (see Idsardi 2022), the analytic effort to go into morphophonemic or syntactic signals, let
alone semantic or pragmatic ones, is still a work in progress (Matching & Hickock 2020). In any
case, a sound assumption is that relevant dynamics arise slightly later, since if morphemes (e.g.,
those combining into im-possible) are to be identified, their underlying phonemes need to be
analyzed first, just as for processing the meaning of one such combination the systematicity of its
constituent parts must have already been presumed (Friederici 2017). With that in mind, the
intuitive contrast between the rigidity of names and kind denotations, on one end, and the
relative fluidity of descriptions on the other... lends itself to a treatment of lexicosemantic
notions in terms of representation that might be described through waves, so as to, then, ground

expressions as in (22)/(23) through the FT considerations reviewed above.

Bayesian treatments of semantic composition are pertinent to these matters (see Cooper et
al. 2015 for a probabilistic type theory, Sutton 2018 for vagueness issues in degree predication,
Lassiter & Goodman 2017 for context-sensitivity in scalar adjectives, etc.). Of relevance here are
Rational Speech Act (RSA) proposals that model utterance interpretation by updating probability
distributions over logical expressions, presuming cooperative communication in the Gricean
1975 sense. Grove et al. 2021 generalize RSA conditions to arbitrary propositions, allowing for
the evaluation of entailments under probabilistic uncertainty. Different models of this kind
present distinctive primitive ontologies for notions of which reference or truth values hold. Thus,
for the Gaussian model in Bernardy et al 2018, individuals are represented as vectors, while
simple predicates are pairs of a bias and a normalized vector, in both instances from samplings in
multivariate normal distributions (the predicate amounts to a hyperplane orthogonal to the vector
and the individual, an optimal distance, yielding a partition in the vector space separating
predicate satisfaction by the individual from the converse). To avoid the computational cost of
said samplings, Bernardy et al. 2019 represent predicates as volumes, individuals satisfying them
if lying inside their boundaries, then being sampled in a uniform distribution; in this version of
the model, individuals have literally higher degrees of the predicate by lying closer to the center
of the volume. Such models stem from Machine Learning (ML) executed on large corpora, thus
from a sociological base, but they actually present a claim about individual minds (Bresnan
2007) and how humans acquire relevant predicates - taken not to hold of corresponding subjects

in absolute terms, leading to truth conditions with Boolean values. The fact that humans
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consistently acquire new predicates, or revise assumptions about those they have been using up

to a point of gaining new information, is one argument for that overall approach.

On having heard nearlywed, one may be willing to apply it to cohabitation, but wonder
whether it implies intentions of ever marrying or, rather, it boils down to an impending wedding
date. As a result, one may not know whether to describe a friend as a nearlywed, although with
use the meaning “may evolve”. Social media has illustrated a tendency to ascribe new meanings
to old predicates: liking, following, swiping, pinging... While socioeconomic events may be to
blame, that meanings change within one’s lifetimes suggests that matters are not as simply
Boolean as one may have expected, and declaring that these are just new terms that pop in into
our heads ignores the fact that there seems to be a reason behind using liking for, well, actually
liking a public message, as opposed to calling it hating or ignoring it. Of course, if even willing
to attribute meaning drifts within a person’s experience to an intrinsic (and technical) vagueness
in the predicates themselves - which can by that very nature expand or contract their range on the

basis of evidence - one still needs to account for compositional gymnastics:

(25) a. Most animals do not fly.
b. Most birds fly.
c. Every bird is an animal.

d. Therefore: Most animals are not birds.

If one is vague about the meaning of a predicate like fly, can one compose some projection
thereof with a quantifier introduced by a determiner like most, so that we can conclude (25d)
from the other premises? Bernardy et al. 2018 show how this is compositionally possible even in
a theory with vague predicates. They do this by: (i) evaluating whether a given predicate like
animal is compatible with all hypotheses about individual birds (hence, the absolute truth of
(25c)); and (ii) whether a predicate like fly has a negative bias with regards to animals (hence,
the plausibility of (25a)), while it is highly correlated, in a vectorial sense, with bird (hence, the
plausibility of (25b)); which leads to bird also having a large negative bias with regards to

animals (that do not fly), thus rationally allowing for the conclusion.



Such theoretical approaches are mentioned so as to ponder a compositional semantics to
interpret sentences by assigning them conditional probabilities to estimate the likelihood, given
hypothetical priors, that a speaker endorses a corresponding assertion, with consequences for
learning (Lappin & Bernardy 2022). The question boils down to whether the fluidity that these
models imply, so as to capture vagueness and meaning shifts in the experience of individuals, is
reasonably characterized in terms of waves and, if so, of what sort. One ought to be both cautious
and tempted to consider whether these probabilistic analyses lead to probability waves. Then
again, even if the putative lexicosemantic waves are nothing that drastic, could a relative drift in
meaning imply a wave-like fluidity for the vague denotation, in the very concept the predicate
represents? What does a predicate really mean “in one’s head”” when one is unsure whether it
applies to a given kind? Take obnubilate. Clouds or mist obnubilate the sun, just as some
towering intellectual’s shadow may have obnubilated the work of lesser thinkers, or the hot
humid air of summer obnubilate one’s mind... But a search in the Google repository shows
reasonable instances of “scale obnubilating perceptions”, “interdisciplinarity obnubilating
boundaries”, or “religion obnubilating love”. Can a skyscraper or a tree obnubilate a landscape?
A curtain or flag? How about someone’s hand? These questions lack clear answers, individuals
debating how acceptable said predications seem. Indeed, one can even adjust one’s tolerance for

some of these uncommon meanings just by considering the circumstances.

Whether or not aspects of semantics and pragmatics are unified into a single level of
representation of the right ontology, the syntactic question can be focused by asking whether

empirical pairings as follows mirror the phonological ones alluded to in the previous section:

(26) a. Rigid/vague combinations: Flies swim.
b. Degree/precise expressions. Humans are larger from toe to crown.

c. Anaphora/ellipsis dependencies: Men can hate themselves and so can women.

Flies in (26a) denotes a rigid kind, different from bees or mosquitos; it is subtler how predicate
swim may apply to a winged insect, and one can get into disputes over whether what flies do in
contact with water is swimming. Cognitively, one expects orthogonality between adjectival and

adpositional projections: while degrees are standard for adjectives (26b), precision arises with



adpositions describing spaces from one boundary to another. More abstractly, and expanding on
what was discussed for (24), anaphora is systematic for noun projections (26c); one could
articulate the experience of ellipsis as concomitant to the latter, albeit in the distributed spectrum,
recalling that elliptical interpretation can be “sloppy” (so can women hate women) or “strict” (so
can women hate men). Our theories, at present, list each phenomenon as empirically ascertained,
but unrelated. It seems, thus, reasonable to ask whether a unification is at hand, expanding on the
basic correlate between +1 and i that Euler captured in his famous identity, which of course is

relevant not just to these putative waves, but to any, including bio-linguistically relevant ones.

That may be false, but it is falsifiable. Just as one expects an “eeeeh...” to involve more
tetanized engagement of vocal articulators than “cht!”, so too should we expect different “brain

signatures” for the NPs this or that in (27) vis-a-vis the verbal expression:

(27) a. This (one) helps that (one) (here, now...).
b. e cause (e) [Agent (this x, ) [3e” help(e’) [theme (thaty, e’) ]]]

The action help denotes distributes through the event a speaker uses (27a) to describe. While the
rigidity of this or that is punctual, its semantic contribution terminating with its conditions, the
descriptive effect of the verbal projection is active if its valences remain so, or circumstances that
associate as secondary predications. The mental effect of the verbal expression must be actively
maintained in short-term memory, while the relevant proposition is being processed: until the
sentence is complete, it is not known whether it is meant as help that or me or no one - or
whether here and now vs. there and then - issues not arising for the rigid expressions. Arguably
for concomitant reasons, demonstrative this in (24) lacks the elliptical nuances that VP flexibility
permits. While embracing this view is bold, it does provide a model for why the binding
associated to VP ellipsis should be more transparent than that of a rigid designator. Note: rigidity
in this view is not a logical property in an unbounded set of possible worlds, but an intrinsic

condition of representations (Uriagereka (2002), on the model of prime-numbers).

Cognitive grammar builds on gestalt ideals to claim that much of the language faculty, in

evolution and synchronically, is iconic. While the form of an iconic sign is taken to resemble its
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meaning, the discussion above has little to do with anchoring meaning in form in mimicking
terms. First of all, the issues discussed arise even for elements, like phonemic features, that carry
no meaning. Second, at stake is not so much a connection between two aspects of mind (a
gesture like tapping one’s mouth and signaling food) but, rather, one between elements of mind
(like phonetic or semantic features) and corresponding elements of brain (like voice activation or
the elusive elements underlying probability distributions). It is simply factual that both punctual
and tetanized gestures are motorically activated by brains and actively maintained in on-line
memory, or that some representations of language (like syntactic chains or ellipses) should be
distributed while others are in some sense rigid (speaker points at referent while uttering “this!”).
If there’s a controversial claim here, this is suggesting a co-linearity thereof, so that the
distributed signs correspond to distributed brain activities, and vice-versa: punctual signs, to
localized brain activities. To state this succinctly, while no correlation is taken to exist between,
say, the name Aoi (all vowels) and its rigidly designating a unique girl - this being an arbitrary, if
lovely, choice of Aoi’s parents - there certainly is a correspondence between the ah-ow-ee
morpho-phonemics and its spectrogram, which one also expects to fairly directly correspond to
brain waves reflecting no consonants and only vowels; more controversially, the claim is that the
name’s rigidity should expect a correlation with brain waves sensitive to whether the meaning is,
indeed, rigid or, instead, a predicate base may reflect descriptive connotations that would be
expected as distributed (for aoi in Japanese, with an intrinsic connotation relating to wild ginger
and “of radiant beauty”). The intuition behind the idea is no different from wanting to use the
calculus in the complex plane to describe the heat equations we need to understand thermal
radiation, while we can just get a thermometer to measure a child’s fever. Claiming that the
language faculty involves signals affecting its representation in ways like those we use to process
the feeling of heat is quite intentional, for this is where things are going: the way the ANNSs will

be complicated below is by introducing complex entries, with all their consequences.

1.9. A Classic System of Categorial Features
It is then fair to say that, although “mapping is cheap”, because of its fundamental arbitrariness
(in how some signal relates to some meaning as opposed to any another), some mappings are

cheaper than others. In particular, one hopes the system preserves co-linearity between the



formal representation of its correlated variables and how corresponding binding is to operate -
however brains achieve this result. This is ultimately because the representation in the
mathematically real part of these correlations is of a dimensionality lower than that of the
representation in the complex part. Preserving that jump in dimensionality is essential to the

exercise in this monograph, in ways that were hinted at the end of Uriagereka 2008.

This brings us categorial features. Martin et al. 2019 emphasize how Chomsky 1974 is
the first generative use of categorial features in the syntax of human language. While
structuralists (from Hjelmslev to Tesniére) had sketched ideas along those lines, they lacked the

level of abstraction to capture this foundational aspect of syntax:

(28) Projection Assumption (PA)

Lexical item (LI) of type X stands in a projection relation wrt phrase XP of the same type.

(29) Selection Assumption (SA)
Only complements of a restricted type correlate with corresponding LlIs.

These are, in a sense, “vertical” and “horizontal” ways of scaffolding, respectively, yielding:

(30) a. to *(life), in *(addition), with *(pleasure), under *(pressure), etc.

b. Life (of Brian), addition (of scalars), pleasure (of listening), pressure (of acting), etc.

The PA “vertically” restricts phrases of kind X to a nuclear element (“the head”) of the same
type, presupposing a coding matter of just what that X may be. In turn, the SA “horizontally”
restricts relations between a head and its complement. For example, a preposition “goes with” a
noun phrase, while a noun (if it takes a complement), “goes with” a prepositional phrase. In a
sufficiently elaborate theory, the PA and SA are expressed for the major “parts of speech” (the
universal categories of nouns and verbs and secondary categories of adjectives and adpositions,
pre- or post-positional across languages), as well as for “grammatical” categories accompanying

those: articles, tense markers, complementizers, number expressions, and so on.
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The context of Chomsky 1974 - the LSA Summer Institute in Amherst - was the
“Linguistic Wars” (Harris 2022), in which the field split into two factions when pursuing
generative approaches not just for syntagmatic dependencies (between heads and complements,
combinations thereof and whatever specifies them further, displacement processes, and so on),
but also for word-formation processes that relate verbs like destroy to participles like destroyed,
generated by relating destroy to the inflectional morpheme -ed, and to nouns like destruction,
with more elaborate derivational morphology. The generative semanticists saw no significant
difference between inflectional and derivational morphology. In contrast, the lexical atomists
took the action of the inflectional morphemes to be systematic, productive, and transparent,
while it is less clear how said conditions obtain for derivational morphemes, which are full of
exceptions, hardly manifest recursion, rarely allow for transparent interpretation, and moreover
impose restrictions of their own (like “paradigmatic exclusions” of forms on the basis of more
specific ones). Without going into the matter here, Chomsky’s proposal addressed the PA and
SA on the basis of features internal to the formatives of grammar that a presumed computational
system selectively chooses, without those being computational formatives. Just to be clear, this
result holds regardless of whether one decomposes “words”, as is customary in many models.
The result is not about “nouns” or “verbs”, but about whatever items the system bottoms out as,
which the computation presumes as an atomic vocabulary. Indeed, in the formulation we are
about to update, there is nothing even syntactic about the distinction and it, thus, can hold of

morphemes, phonemes, or any units that correlate in the fashion pursued here.

Chomsky (following an insight dating back to Varro two millennia earlier) categorized
syntactic units in terms of £V, £N substantive binary parameters. In that context, he took “the
structures of formal grammar [to be] generated independently and . . . associated with semantic
interpretations by. . . semiotic theory. . .” While arguing for the autonomy of syntax, he was
attempting to address the Projection Problem in Peters 1972 (see Baker 1979): determining some
mapping from primary linguistic data to a grammar a learner may acquire, under conditions
presuming the poverty of the stimulus that underdetermines data for the acquisition task.
Chomsky’s 1974 idea restricts the class of possible systems a learner may even consider, while

he took “the restrictions that we impose on the theory [to] be in some poorly understood sense



natural.” He suggested that “the categorial component is . . . a kind of projection from basic

lexical features through a certain system of schemata, as roughly indicated in [31] and [32]:

(31) [N, £V]: [+N, -V] = N[oun]; [+N, +V] = A[djective]; [-N, +V] = V[erb], [-N, -V] = else;

(32) X" > ... X™... where x'= [a=+N, b = +V] and X! = X.

Chomsky assumed two basic lexical features N and V (£N, £V). He also took grammars with
rules referring to nouns and adjectives to be framed in terms of the feature +N and where there

are rules that apply to the category verbs and adjectives, in terms of the feature +V.

On a side note, Chomsky’s use of the term “projection” is different from the standard
practice in mathematics, where “projecting” entails reducing information. That comes from the
idea that, intuitively, a projection of one’s shadow, though surely dependent on one’s shape in
3D, is “flattened” into a 2D contour. In contrast, a verb phrase, say, does not have less
information than its head verb; quite the opposite: it is meant to carry information from both the
verb and its associated complement - and similarly for other syntactic “projections”. This
distinction will turn out to be important as we thoroughly explore in what specific sense an
implementation of Chomsky’s system is indeed “natural”. For now, we may simply distinguish

the standard math projection (as information reduction) from a syntactic “projection”.

We may next introduce the Fundamental Assumption in Martin et al. 2019, to conclude:

(33) Fundamental Assumption (FA)
Where Chomsky 1974 used [+N, +V], we may instead deploy the formal [+1, +i]

One may interpret [+1, +i] as a vector. If there is a place where this project distances itself from
Chomsky’s 1974 formulation, this is only in that he may not have gone far enough: when

blaming semiotic theory for the structures of formal grammar. While understandable at the time,
this falls into the same sort of wariness Wolfgang Pauli had of rationalizations one could provide

of the emerging quantum mechanics that he helped mathematically ground. Here too, we may
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want to let the formal decisions stand or fall in their own terms, to see where they lead by their
logic. The rest of the book can be seen as a way of relating the [+1, +i] Chomsky/Varro vector
to the sorts of matrices used in describing the workings of ATNs, as in (17), now repeated as (34)

- if enriched to represent not just Hebbian, but also Gallistelian conditions:

0 1
1 0

_ ., Z21_,.1 0O
(34)Forx—wandy—z,[y W]—W[O 1]+y[
Curiously, both of the matrices in this equality are Pauli matrices, as are two others that will be

0
-1

interpretation in terms of the LTP/LTD expressions associated in (18)/(19) to the plasticity of

very relevant to this work: [(1) ] and [(l) _Ol] While the first of these has a straightforward

neurophysiological states, and in (20)/(21) to neuronal internal states, the second one does not, as

it involves imaginary entries: what would it mean for an ATN state to be imaginary?

An answer to that question is critical to the present project, and it relates to the
fundamental enrichment of ATNSs that will be explored here. In very abstract neurophysiological
terms, this is in order to address the dynamical components of (18)/(19) (through matrix off-
diagonals) and (20)/(21) (through matrix diagonals), so as to, thus, go from a merely Hebbian
enterprise to a Gallistelian one. More relevantly to the specificities of this monograph, this will
have drastic consequences for the type of syntactic scaffolding compatible with this formal
decision. When presenting these ideas, linguistic audiences often ask what the scalars in the
Chomsky/Varro vector [+1, +i] mean. When the audience is made up of mathematicians or
physicists, even if suspension of disbelief hasn’t quite settled in, the familiar premise of “shutting
up and calculating” is granted. This is not meant as an insult to the audience. In a sense, the
answer depends on the level of analysis. If one is attempting to model grammar in terms of a
neural network, the idea is to enrich the system of weights from traditional real (plus or minus)
entries to complex expressions that allow us to capture distributed conditions, some of which
have been sketched above (for vowels, verbal projections, chain dependencies, heat conditions,
or barks and howls for that matter). If one is only interested in understanding the grammatical
system at work, within the CTM, the goal is to let these formal instantiations proceed with off-
the-shelf algebraic calculations, hoping to ground acceptability judgements on one hand and, on

Ivii



the other, to account for puzzling grammatical generalizations of the sort sketched in (i) through
(vii) in section 1.1. The system may succeed or fail at doing either of those tasks, but those are
the metrics, not whether “it seems weird to use i in this context”. It is, indeed, weird to invoke
complex calculations anywhere in nature, but they seem to model what is being experienced

nonetheless, which happens to be just as bizarre as what it is, in general.

1.10. Conclusions and Roadmap

Syntax as explored during the last century is now said to be in crisis. Indeed, with the advent of
the Minimalist Program it became popular to say that we had arrived at “the end of syntax”. Such
a crisis may resemble the one classical music suffered when Beethoven left the scene, a
development that actually (eventually) opened avenues no one expected at the time. Arguably,
much as music didn’t just disappear, syntax cannot vanish either, since that notion “simply”

denotes the structure underlying the scaffolding of our unique FL.

A greater challenge for syntax came external to the discipline: it was supposed to have
been unnecessary to make computational systems use language, an extravagance of Western
views and their insistence on recursive computations, or an imposition on the form of grammar: a
way to, somehow, even curtail the creativity of thought. Such extremes were also familiar in the
post-Beethoven landscape, eventually leading to explorations like John Cage’s 4°33 (minutes and
seconds of eloguent silence). Whether in contrast to or in favor of that view, one of our best titles
is Jason Merchant’s 2001 The Syntax of Silence, which shows how even silence - in linguistic
ellipsis - has an intricate structure that makes the compression possible, recalling how “empty
space” in physics is hardly a vacuum either. This sort of syntax tells us something about what
combinations of representations are possible and why, or what should a representation of that

sort even be for it to be featured in an animal brain.

For engineering feats like the current generation of chatbots, that need not be an issue -
any more than it matters whether living creatures carry wheels or explosions within their
boundaries. Even if one is impressed by LLMs, which may even be relevant to the theory

explored here, one need not be more worried about this approach yielding an understanding of
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the bases for animal computation, let alone awareness, than one would about dynamite
explaining digestion. One should, of course, worry about letting Al call the shots on whether, or
when, to bomb a neighborhood, even if post-facto the “accuracy” in such an atrocity is superior
to that of a human assessment. A post-factum appraisal only validates a senseless presupposition:
that any animal is entitled to bomb any other; at that point, it seems immoral to declare that the
Al device does it more accurately. It would be more truthful to call the device artificially clever,
for an intelligent method would run an argument of this moral sort. An LLM cannot, which does

not mean it lacks helpful pieces to its architecture, just as wheels or fire have been handy.

The cognitive sciences are sharply divided about these issues, and anyone who supports
consilience is ipso facto suspect, just as it is to defend a non-partisan solution to world problems
too numerous to go into. Everything explored here stems from the CTM, but because of that, it is
also keenly aware of how this theory has been unable to say much about generalizations of the
sort in (i) through (vii). One can shrug one’s shoulders about that, or the fact ATNs have now,
contrary to Fodor’s expectations, grown to write our epitaphs and letters of recommendation.
Rather than nostalgically disparaging that as “associationist”, “behaviorist”, or other such bad
ideas, it may be more profitable to understand what the “enemy” is saying, as argued in Lasnik &
Uriagereka 2022. This is not just to pontificate eclecticism at old age, but because it tends to be
good to understand what one’s opponent is trying to say, and occasionally that helps better to

understand what the battle was all about, to start with.

We really have all come a long way since it was possible to be burnt at the stake for even
discussing these notions. By Descartes’s time, he was able to punt the problem far enough to
separate it all into two substances, ours (in recursively thinking and so on) aligning with angels

and devils, a residue of alchemy that continued to send folks to the Holy Inquisition.

Intriguingly, as Chomsky has often emphasized (e.g., in 1991b), what had to give wasn’t that
crazy stuff from the second substance, but mechanical philosophy, which Newton demolished.

By the time Freud was dabbing into psychoanalysis, another Viennese got to show the

limitations of the positivist attempt to ground it all, once and for all: it can’t be done, provably

so. This did not prevent the other genius that immediately understood the result from grounding a

computer architecture built on Turin’s vision - on the algebraic residue. It is probably not an
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accident that von Neuman both articulated this machinery and a formulation of the quantum

analysis that had, by then, taken Einstein’s relativization of reality to a new frontier. It is in that

context that the young Chomsky “detonated” his generative grammar.

As any good theory does, Chomsky’s project posed more questions than it answered. It is
in that spirit that points (i) through (vii) are raised or the idea that the CTM might be powered on
some of the devices ATN enriched to ANNSs explored - having taken from linguistics other
useful devices, from features to matrices in Markovian transitions to feedback loops when FSAs
are not sufficient. The question this monograph poses is whether the Chomsky/Varro vector [+1,
+i] can be naturally packed into the diagonal and off-diagonal of ATN decomposed matrices as
in (35) and, if so, whether the ensuing vector space yields answers to questions (i) through (vii),

makes predictions, or allows us to address aspects of the BP in neurophysiology.

Many proposals in this century presume vectorial representations for syntactico-semantic
structures (Smolensky & Legendre 2005, beim Graben 2009, Coecke et al. 2010, Bernardy et al.
2018, Orts et al. 2019, Kornai 2023, Marcolli et al. 2023, etc.). Not only do each of these target
different levels of representation, but they stem from different presuppositions too. We may

return in the last chapter to the possibility of exploring “different parts of the elephant”.

Readers may choose to selectively read the ensuing chapters. Having established the
foundations of the analysis in the present one, someone not caring about (bio-)linguistics per se
may want to skip directly to chapter 7 - if willing to take for granted some of the conclusions in
the middle. These are established on the basis of a mathematical background discussed in chapter
2, for types of matrices along the lines of (35) for illustration; this is basic linear algebra that
some readers may hardly need to review, although even then it may be worth appraising a
difference discussed in the chapter between matrices that yield repeating structures in their
transitions (groups for multiplication) from others in which transitions lead to phrasal growth, of

the sort seen in Lindenmayer systems. In chapter 3, aside from reviewing the basic properties of
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Merge, an extension is discussed of the Pauli group of matrices with the more consistent format
in (34) to the “mixed entries” format in (35), which boils down to a “rotation” on the Pauli
group; these ideas are then extended into a sort of “periodic table” of labels for syntactic
projections and their respective selection restrictions. Moreover, this poses the question of
specifiers (beyond the basic EM conditions in the “clausal spine”), which forces us to speak
about IM conditions and what these entail for the network. It is this that forces us to consider
chain representations in detail, which takes place in chapter 4, where the labeling algorithm is
first explored and it is considered why the system deploys certain matrices as a way of
phrasalizing structures (transitioning from “cyclic” categorial states to states with phrasal
growth), as thoroughly explored in chapter 5. That is together with analyzing A chains and the
“renormalization” conditions (of agreement and Case) to make the system work, together with
“renumeration” specificities and “reprojections” presumed in certain entanglements. In chapter 6
we go beyond standard chains, into a variety of super-chains that constitute other forms of
entanglement that the ensuing algebra/grammar allow when seen from the perspective of the
labeling algorithm. The overall architecture and some of its consequences and implementations
are evaluated in chapter 7, from a broader bio-linguistic standpoint, with an eye on unifying

CTM and some connectionist assumptions, via labels carried on square matrices.

Adapting a page from Fodor’s Guide to Polemics, and to give them names, we may call
the theories under scrutiny the Right Theory and the Wrong Theory. The Right Theory (RT) is
the prevailing instantiation of the CTM when it comes to MP; it is hard to pinpoint a single place
of reference, because there are many (often incompatible) instantiations. This need not bother us,
particularly in comparison to the Wrong Theory (WT): one should be fine with RT being
distributed over its attempts. The name WT for the one we’re about to explore seems apt for
three reasons. First, as Jim Higginbotham once told his students, most of our theories are wrong.
Second - perhaps what he was alluding to - they’d better be at least wrong, as Wolfgang Pauli
also famously said. Last but not least, the WT comes from left field, even within bio-linguistics.

This is just a storm warning or, as we say in Spanish, aviso para navegantes.
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